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Executive Summary 

This deliverable presents the initial version of the Information Gathering (IG) and Information Sharing 

(IS) modules developed, respectively, under the T9.4 “Information gathering module” and T9.5 

“Information sharing module” of the WP9 “FORESIGHT toolkit development”; the final version of the 

modules will be presented in D9.7 “Information gathering and sharing modules”. 

The Information Gathering module is responsible for (i) the collection of information about threat and 

vulnerabilities from several sources and (ii) the extraction of Cyber Threat Intelligence (CTI) from the 

collected data. The Information Sharing module is responsible for correlating the collected CTI as well 

as storing and sharing the extracted CTI among the modules of the FORESIGHT platform in a secure 

way. The extracted CTI is then used to generate realistic and dynamic scenarios that are based on 

identified and forecasted trends of cyber-attacks and vulnerabilities. as well as to enhance the 

FORESIGHT knowledge base. 

For the collection of information about threats and vulnerabilities, we developed a gathering module 

that aggregates data from several sources of interest, both internal to the organisation (i.e., to the 

FORESIGHT platform) and external (online). For the internal sources, honeypot solutions are utilised. 

For the external sources, different types of sources are collected including vulnerability databases, 

Computer Emergency Response Team (CERT) and Computer Security Incident Response Team (CSIRT) 

feeds, databases with Proof of Concept (PoC) exploits, social media, forums, and relevant web pages 

from the Surface and the Dark Web. Additionally, the functionality of the gathering module is 

enhanced to allow the collection of information only relevant to the cyber-security domain (i.e., by 

utilising of focused crawlers), as well as to present a browser fingerprint and a humanlike behaviour 

to avoid being detected as a web bot and being blocked or being provided with different content (e.g., 

white pages or pages different from the ones a human visitor would see). Finally, the Information 

Gathering module is equipped with an intuitive User Interface (UI) that allows the addition of new 

sources of interest belonging to the supported categories. 

For the extraction of CTI from the collected data, several rule-based and machine learning based 

analysis techniques are utilised. For the internal sources, a security monitoring tool is used for the 

detection of malicious activities based on existing and custom rules. Additionally, outlier detection 

techniques are used to identify visitors of interest as the first step in the extraction of CTI process. For 

the external sources, regular expressions and heuristic approached are used for the extraction or CTI. 

Additionally, Named Entity Recognition techniques are used for the extraction of entities as the first 

step in the CTI extraction process.  

The extracted CTI from both the internal and external sources is correlated, stored, and shared via the 

MISP sharing platform. This platform utilises a data model that allows the storage of the data in such 

a way that the semantic information of the data extracted in the previous steps is kept. Additionally, 

the correlations among the data allow the enrichment of the extracted CTI. Furthermore, the sharing 

platform allows the sharing and visualisation of the collected data as well as their correlations. 

Additionally, it allows keyword based searches and searches based on date information included in the 

events. The data can be accessed through the UI of the platform and through its Application 

Programming Interface (API). 
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1 Introduction 

1.1 Overview 

This deliverable reports of the first version of the Information Gathering (IG) and Information Sharing 

(IS) modules developed, respectively, in the context of T9.4 “Information gathering module” and T9.5 

“Information sharing module” of the WP9 “FORESIGHT toolkit development”; the final version of the 

modules will be presented in D9.7 “Information gathering and sharing modules”. The purposes of the 

Information Gathering module is (i) the collection of information about threats and vulnerabilities from 

several sources, both internal and external, and (ii) the analysis of the collected data for the extraction 

of Cyber Threat Intelligence (CTI). The purpose of the Information Sharing module is the correlation of 

the extracted CTI as well as the storage and sharing of the extracted CTI among the modules of the 

FORESIGHT platform. The extracted CTI is used by the FORESIGHT project to generate realistic and 

dynamic scenarios that are based on identified and forecasted trends of cyber-attacks and 

vulnerabilities as well as to enhance the FORESIGHT knowledge base. 

Over the past years, CTI has emerged as a critical component of an organisation’s security. Cyber-

attacks continue to increase in their sophistication, introducing new challenges for organisations. Well-

resourced threat groups (i.e., groups of threat actors that perform malicious acts against other entities) 

can use a variety of Tactics, Techniques, and Procedures (TTPs) to attack organisations. Cyber Threat 

Intelligence (CTI) attempts to overcome these challenges by developing timely, relevant, and 

actionable information about new and emerging threats. This information can be used by 

organisations to increase their cyber security resilience through updating their security measures, as 

well as training their personnel against current and emerging threats. 

Cyber threat information is any information related to a threat. This information might help an 

organisation protect itself against a threat or detect the malicious activities of an actor [1], [2]. This 

information can be aggregated, transformed, analysed, interpreted, and enriched to extract the 

intelligence contained. CTI can help organisations identify, assess, monitor, and respond to cyber 

threats. In the context of the FORESIGHT project, CTI is used as part of the scenario generation process, 

where training scenarios are generated dynamically and based on the identified and forecasted 

threats. The forecasting methodology framework is presented in D5.1 “Information gathering and 

threat forecast” while the dynamic scenario generation process is presented in D9.2 “Training 

evaluation and scenario creation modules”. 

The Information Gathering module is responsible for the collection and extraction of CTI, both from 

internal and external sources. Internal sources are defined as sources that are internal to the 

organisation and include logs generated by servers, databases, security monitoring tools, and various 

services among others, as well as honeypot solutions. Honeypots are intentionally vulnerable 

computer systems that create virtual traps to lure attackers. Known, as well as unknown (0day) 

vulnerabilities can be found in honeypots. In the context of FORESIGHT, honeypots are used to 

simulate, among others, Industrial Control Systems (ICS) and to gather data from them. External 

sources are defined as sources that are external to the organisation (online) and include vulnerability 

databases, Computer Emergency Response Team (CERT) and Computer Security Incident Response 

Team (CSIRT) feeds, databases with Proof of Concept (PoC) exploits, social media, forums and relevant 

web pages from the Surface and the Dark Web. To allow the gathering of data from the 
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aforementioned sources, different types of gathering tools have been developed. Custom scripts have 

been developed for the collection of data from the internal sources (i.e., honeypots). Regarding the 

external sources, general crawlers are used to allow the crawling of the web pages of interest and the 

collection of the respective data. Additionally, focused crawling can be enabled for the selection of 

hyperlinks to follow, based on their relevance to the cyber-security domain. For that, a classifier-guided 

approach is used. Furthermore, an evasive crawling mode is supported to crawl the web pages by 

utilising a browser-like fingerprint and a humanlike behaviour to avoid web pages delivering different 

content if they detect visitors as web bots. Moreover, custom crawlers are used for gathering and 

extracting content from web pages that provide their data in standardised formats, such as Really 

Simple Syndication (RSS) or (semi-)structured. Also, the aforementioned tools can periodically monitor 

the sources of interest and update the local database with any new information found. Additionally, 

the Information Gathering module is equipped with an intuitive User Interface (UI) that allows the 

addition of new sources of interest that belong to the supported categories. Finally, to identify and 

minimise the data protection risks of the activities presented in this deliverable, a DPIA has been 

conducted and is included in D1.3 "Interim Periodic Report". 

After the successful collection of the data from the aforementioned sources, the Information 

Gathering module extracts CTI from the collected information. The Information Gathering module 

supports the extraction of entities and concepts of interest from the collected data. For that, several 

rule-based and machine-learning based techniques are utilised. The data collected from the internal 

sources (i.e., honeypots) have a pre-defined format. Thus, Wazuh1, a security monitoring tool, is used 

to identify malicious activities in those data. For that, the rules provided by Wazuh, as well as custom 

rules that are tailored to the needs of the FORESIGHT project (i.e., the generation of training scenarios 

dynamically based on forecasted threats) are utilised. Additionally, to account for the fact that 

honeypots collect a huge number of logs, with most of them being generated by simple scanning 

scripts that add no value to the purposes of the FORESIGHT project, outlier detection techniques are 

utilised to filter out those data. On the other hand, data collected from the external sources is either 

semi-structured or unstructured. In this case, regular expressions are used for the extraction of entities 

of interest. Additionally, Named Entity Recognition techniques are used for the extraction of entities 

of interest as the first step in the CTI extraction process. The aforementioned techniques for both the 

internal and external sources will be further enhanced through the addition of machine learning based 

techniques, such as relation extraction and pattern recognition for the extraction of more advanced 

intelligence. The additional techniques will be presented in the next version of this deliverable, D9.7 

“Information gathering and sharing modules”. 

The extracted CTI from both the internal and the external sources is passed to the Information Sharing 

module, where it is correlated to enrich the collected information. For that, rule-based correlations are 

used. Additionally, more advanced machine learning based CTI correlation techniques will be 

developed and presented in the next version of this deliverable, D9.7 “Information gathering and 

sharing modules”. The extracted and correlated CTI is then stored into MISP2, a threat intelligence 

sharing platform. For that, the appropriate objects and attribute names of MISP are selected for the 

storage of the collected data so that their semantics are preserved in a standardised format (i.e., MISP 

                                                           
1 https://wazuh.com/  
2 https://www.misp-project.org/  

https://wazuh.com/
https://www.misp-project.org/
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format). Additionally, the Information Sharing module allows the visualisation of the collected data 

through the UI and the API that is provided by MISP. Finally, the Information Sharing module allows 

keyword-based and date-based searches to facilitate the needs of the modules of the FORESIGHT 

platform that use that information.  

1.2 Relation to tasks and deliverables 

This deliverable is related to the following other FORESIGHT tasks and deliverables: 

Receives inputs from: 

Table 1. Inputs from deliverables 

Task Deliverable Relation 

T5.1 D5.1 “Information gathering and 
threat forecast” 

Sources and data that can be gathered and 
used to make reliable cyber threat predictions 
(submitted M6) 

T9.6 D9.2 “Training evaluation and 
scenario creation modules” 

Sources and data that can be gathered and 
used to facilitate the dynamic scenario 
generation process (due M18) 

  

Provides outputs to: 

Table 2. Outputs to deliverables 

Task Deliverable Relation 

T4.3 D4.4 “Online Innovative 
Curricula tool” 

CTI gathered enhances the FORESIGHT 
knowledge base (due M18) 

T9.6 D9.2 “Training evaluation and 
scenario creation modules” 

CTI gathered facilitate the scenario generation 
process (due M18) 

1.3 Deliverable’s structure 

The remainder of this deliverable is structured as follows:  

 Section 2 presents the Information Gathering module, its objectives, functionality, design 

details, architecture, technology stack, and interfaces. 

 Section 3 presents the Information Sharing module, its objectives, functionality, design details, 

architecture, technology stack, and interfaces. 

 Section 4 shows the unit tests of the Information Gathering and Sharing modules. 

 Section 5 details the evaluation and validation process of the Information Gathering and 

Sharing modules. 

 Section 6 discusses our conclusions. 

 Section 7 outlines the bibliography. 

 Section 8 is the Annex where some additional evaluations are presented. 
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2 Information Gathering module 

FORESIGHT aims to design and implement realistic and dynamic scenarios that are based on identified 

and forecasted trends of cyber-attacks and vulnerabilities from CTI that is gathered from various 

sources. The Information Gathering module is responsible for the collection of information about 

threats and vulnerabilities from several sources, both internal and external to an organisation, and the 

extraction of CTI included in those. In this section the necessary tools to achieve this goal are described. 

2.1 High-level overview 

The Information Gathering module must be able to collect information about threats and 

vulnerabilities from several sources, and extract the CTI from them. In this section, we present the 

objectives and the functionality coverage of the Information Gathering module (Section 2.1), the 

design details of the gathering and CTI extraction tools (Section 2.2), the architecture and technology 

stack (Section 2.3), and the interfaces of the module (Section 2.4). 

2.1.1 Objectives 

The main goal of the Information Gathering module is the collection and extraction of CTI from a 

variety of sources, both internal and external. 

To achieve that, the objectives of the Information Gathering module are: 

 Automatic collection of information about threats and vulnerabilities from internal and 

external (online) sources; 

 Effortless incorporation of new sources of interest; and 

 Automatic extraction of CTI. 

The results of the Information Gathering module that will facilitate the fulfilment of its objectives are: 

 The gathering modules for the internal and the external sources; 

 The content analysis and CTI extraction module; and 

 The extracted CTI. 

2.1.2 Functionality coverage 

In this section we present the requirements of the Information Gathering module and the relevant use 

cases, as well as how these are addressed. 

2.1.2.1 Related requirements 

The functional and non-functional requirements extracted for the Information Gathering module have 

been presented in D2.3 “FORESIGHT Cyber-Range Requirement Report”. In Table 3 we present those 

requirements as well as the current implementation towards their fulfilment. Some requirements are 

partially fulfilled in the current version of the tool and will be fulfilled in the second phase of the 

development of the module that will be presented in D9.7 “Information gathering and sharing 

modules”. 
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Table 3. Requirements of IG module and use-case references 

REF_ID  Description of implementation Use Cases 

REQ-078 Requirement: A user must be able to add new sources of interest to be 

gathered (either external or internal) in an effortless way in the Information 

Gathering module. 

Implementation: The Information Gathering module is equipped with an 
intuitive UI that can allow the addition of new external sources of interest to 
be crawled or monitored. For the internal sources, several pre-configured 
honeypots are utilised. There is no option for the end users to add new 
honeypots as the log format of each honeypot varies and therefore any 
addition of new honeypots must be accompanied by the development of 
custom parsers (assuming that all the required information is collected by the 
new honeypots). 

UC-F-01 

REQ-144 Requirement: The Information Gathering module could perform evasive 

content gathering (i.e., avoid being detected and blocked as a web bot). 

Implementation: The Information Gathering module utilises a customised 
browsing automation tool which enhances the crawlers by adding a “browser-
like” fingerprint to them and enables a humanlike browsing behaviour. 

UC-F-04  

REQ-145 Requirement: The Information Gathering module must be able to collect 
cyber threat intelligence from feeds of CERTs and security companies. 

Implementation: The Information Gathering module supports the addition of 
new CERT and cyber-security company feeds and the extraction of CTI from 
them through a combination of rule-based and machine learning based CTI 
extraction techniques. 

UC-F-02, 
UC-F-05 

REQ-146 Requirement: The Information Gathering module must be able to collect 
cyber threat intelligence from internal sources, including, but not limited to, 
system, network, application database, router, firewall, and server logs, as 
well as software alerts. 

Implementation: Honeypot solutions are utilised as the internal sources. The 
current version supports the collection of data from three different 
honeypots: the Conpot3, the Gaspot4, and the Dionaea5 honeypots in their 
default configurations. All logs generated from services supported in those 
honeypots are collected. The Information Gathering module supports rule-
based and machine learning-based CTI extraction techniques. 

UC-F-03, 
UC-F-05 

REQ-147 Requirement: The Information Gathering module must be able to collect 
cyber threat intelligence from public sharing repositories. 

Implementation: The Information Gathering module supports the collection 
of threat information and intelligence from public sharing repositories. These 
sources can be added through the Information Gathering’s UI along with the 

UC-F-02, 
UC-F-05 

                                                           
3 http://conpot.org/  
4 https://github.com/sjhilt/GasPot  
5 https://github.com/DinoTools/dionaea  

http://conpot.org/
https://github.com/sjhilt/GasPot
https://github.com/DinoTools/dionaea
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respective configurations. Additionally, it supports the extraction of CTI from 
them through a combination of rule-based and machine learning based CTI 
extraction techniques. 

REQ-148 Requirement: The Information Gathering module must be able to collect 
cyber threat intelligence from social media 

Implementation: The Information Gathering module supports the collection 
of tweets based on the use of keywords for searching and allows the 
monitoring of accounts and the extraction of CTI from them through a 
combination of rule-based and machine learning based CTI extraction 
techniques. 

UC-F-02, 
UC-F-05 

REQ-149 Requirement: The Information Gathering module must be able to collect 
cyber threat intelligence from the dark web 

Implementation: The Information Gathering module supports the crawling of 
the Dark Web, as well as the traversal between the Surface and the Dark Web 
while crawling and the extraction of CTI from them through a combination of 
rule-based and machine learning based CTI extraction techniques. 

UC-F-02, 
UC-F-05 

REQ-150 Requirement: The Information Gathering module must be able to extract 
content of interest from the collected CTI 

Implementation: The Information Gathering module supports rule-based 
(using regular expressions and heuristics) and machine learning-based 
(through a combination of techniques, including Named Entity Recognition 
techniques) CTI extraction techniques. 

UC-F-05 

REQ-151 Requirement: The Information Gathering module should be able to collect 
cyber threat intelligence from forums 

Implementation: The Information Gathering module supports the crawling of 
forums and the collection of posts in them, and the extraction of CTI from 
them through a combination of rule-based and machine learning based CTI 
extraction techniques. 

UC-F-02, 
UC-F-05 

REQ-152 Requirement: The Information Gathering module should be able to collect 
cyber threat intelligence from reports of cyber-security companies 

Implementation: The Information Gathering module supports the 
downloading of cyber-security reports and the extraction of CTI from them 
through a combination of rule-based and machine learning based CTI 
extraction techniques 

UC-F-02, 
UC-F-05 

REQ-153 Requirement: The Information Gathering module should be able to collect 
cyber threat intelligence from the Surface Web 

Implementation: The Information Gathering module supports the crawling of 
web pages from the Surface Web and the extraction of CTI from them through 
a combination of rule-based and machine learning based CTI extraction 
techniques. 

UC-F-02, 
UC-F-05 
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REQ-154 Requirement: The Information Gathering module should re-crawl/revisit the 
sources of interest when their content is updated and based on their update 
frequency. 

Implementation: The Information Gathering module supports the re-
crawling/revisiting of every supported source. 

UC-F-02 

2.1.2.2 Related use cases 

The use cases for the Information Gathering module have been presented in D2.4 “FORESIGHT 

Architecture report”. In this deliverable we briefly present the use cases as well as the respective 

related requirements and we describe the provisions made to support the fulfilment of the use cases. 

Table 4. Use-cases related to the IG module 

REF_ID  Description of implementation 

UC-F-01 Use case: Add new source 

Implementation: The Information Gathering UI can be used by the user to add a new 
external source of interest. For the internal sources, several pre-configured honeypots are 
utilised; therefore, there is no option for the end users to add new honeypots as the log 
format of each honeypot varies. 

UC-F-02 Use case: Gather data from external (online) sources 

Implementation: The Information Gathering module supports the collection of data from 
several external (online) sources, including sources from the surface and Dark Web, security 
feeds from CERTs, CSIRTs, LEAs, and security companies, security reports, social media, 
forums, and public repositories. 

UC-F-03 Use case: Gather data from internal sources 

Implementation: The Information Gathering module supports the collection of data from 
several external (online) sources, including sources from the surface and Dark Web, security 
feeds from CERTs, CSIRTs, LEAs, and security companies, security reports, social media, 
forums, and public repositories. 

UC-F-04 Use case: Gather online content in an evasive way 

Implementation: The Information Gathering module supports the enabling of the evasive 
crawling mode, where the tool exhibits a fingerprint similar to a browser one and a 
humanlike behaviour. 

UC-F-05 Use case: Extract CTI 

Implementation: The Information Gathering module supports the automatic extraction of 
CTI from the collected data using rule-based and machine learning based techniques. 

2.2 Design details 

The Information Gathering module is responsible for the collection of information about threats and 

vulnerabilities from both internal and external sources, as well as the extraction of the CTI from the 

collected data. The extracted CTI is then correlated and stored by the Information Sharing module to 
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(i) facilitate the generation of dynamic and realistic scenarios that are based on identified and 

forecasted trends of cyber-attacks and vulnerabilities, and (ii) to enhance the FORESIGHT knowledge 

base. 

In this section we present the selected sources (based on the needs of the FORESIGHT project), the 

details of the gathering tools to support the collection of data from those sources, and the CTI 

extraction techniques used. 

2.2.1 Selected sources 

2.2.1.1 Internal sources 

Internal sources are very useful for the collection of intelligence about threats and vulnerabilities that 

are currently not known to the public. New vulnerabilities (0days) can be detected through anomalies 

in the internal networks of organisations. Additionally, different sources (e.g., web logs, system logs, 

database logs, etc.) can be combined to chart the entire behaviour of the attackers, including the TTPs 

they follow. This allows the extraction of intelligence about attackers that require a lot of effort from 

them to change to avoid detection (i.e., TTPs are high in the Pyramid of Pain6).  

In the context of the FORESIGHT project, honeypot solutions are utilised for the collection of such data. 

One reason behind the selection of honeypots is that honeypots can simulate several services, 

including services related to ICS which are of interest to the FORESIGHT domains (i.e., aviation, power 

grid, and naval). Additionally, honeypots are simulation environments that have no impact if they get 

hacked and malfunction, which minimises the risk of allowing malicious actors to attack the provided 

services so as to reveal their tools and methods. 

Next, we present background knowledge regarding honeypots and how they can be utilised for the 

extraction of CTI. Also, we present the selected honeypots that are used by the Information Gathering 

module. 

2.2.1.1.1 Honeypots 

A honeypot can be defined as an intentionally vulnerable computer system which creates a virtual trap 

in order to lure attackers. The first time that the term “honeypot” appeared was by Spitzner [3], who 

defined honeypot as a “security resource whose value lies in being probed, attacked, or 

compromised”.  

In a world where the value of information is constantly increasing, the added value that honeypots can 

offer in order to better understand the landscape of cyber-attacks and their origins becomes evident. 

Even though honeypots are by definition an extremely useful and unique tool, they do not solve a 

specific problem or replace existing tools. Their usability and value originate from the fact that 

honeypots are very efficient in terms of prevention, detection, and reaction [4]. 

Prevention: Even though the prevention capabilities of honeypots are not their strongest asset, they 

can be used as decoys in order to distract attackers from the most valuable and sensitive targets. In 

many cases, the time that an attacker has in their disposal before being detected is limited, thus an 

                                                           
6 http://detect-respond.blogspot.com/2013/03/the-pyramid-of-pain.html 
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adversary wasting time on a honeypot can mean the difference between a successful attack and a 

mitigated one. 

Detection: Firewalls and intrusion detection systems (IDS) are the industry standard for detecting 

attacks in production systems. However, one of the main challenges they need to address is 

distinguishing legitimate from malicious traffic, thus reducing false positives as much as possible. 

Honeypots on the other hand, are able to detect attacks more efficiently and accurately, since all traffic 

that passes through them can be considered malicious. 

Reaction: To recover from an attack and further enhance the prevention and detection capabilities, 

first of all we have to understand the attack. This is where honeypots offer great potential since they 

allow to study the steps and accurately reproduce the attack, and identify which vulnerabilities have 

been exploited. 

Honeypots in general can be classified in two categories based on (i) their purpose, and (ii) the level of 

interaction allowed between the attacker and the system [3], [5]. Regarding their purpose, honeypots 

can be designed either for research or for production. 

A honeypot that is designed for research aims to collect information and gather intelligence on general 

threats that an organisation or an institute may face. The primary function is to examine how the 

attackers establish their lines of attack, their motives, and their behaviour. They are slightly more 

complex than production honeypots, both in terms of deployment and maintenance, since they need 

to capture significant amounts of data. Even though these kinds of honeypots do not directly 

contribute to an organisation's security, they are an extremely useful tool for analysts, enabling them 

to watch in action the deployment of an attack, which is something instrumental in digital forensics 

and cyber intelligence. 

On the other hand, a production honeypot is used within the environment of an organisation and its 

main goal is to protect the organisation assets and mitigate the associated risks. Typically, they are 

much easier to deploy and, along with other cyber-security tools, like firewalls and intrusion detection 

systems, they serve detection purposes. Their aim is not to identify the motives and the methods of 

the attacker, but to act as a real-time indicator of an attack that is happening and also provide an 

insight on how to stop it. 

In addition to their purpose being either production or research, honeypots can also be categorised 

based on the level of interaction that is allowed between the attacker and the system. Depending on 

what someone wants to achieve with a honeypot, the level of interaction can be classified in the 

following two main categories: 

Low interaction honeypots: These types of honeypots simulate services that cannot be exploited by 

an attacker in order to gain access to the honeypot itself. Basically, they can be compared to a passive 

system that is capable only of a limited set of predefined actions and offer only a limited scope of 

activities that they can perform. However, despite the fact that these honeypots are useful only for 

the collection of statistical information, their deployment and maintenance are relatively easy and, 

since the attacker cannot gain access to the whole underlying operating system, they present a very 

safe solution. 

High interaction honeypots: Contrary to the low interaction honeypots, their high interaction 

counterparts offer to the attacker a fully functional operating system to interact with. Due to their 
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more advanced nature they come with a high deployment and maintenance cost and also highest risk. 

This kind of honeypots can be easily compromised and be used as a starting point for other attacks, 

hence they need to be continuously monitored and also be equipped with safeguards to avoid abuse. 

The honeypots used in the FORESIGHT project are a combination of low and high interaction 

honeypots, and if we had to classify them according to their purpose, it is evident that they are 

designed and deployed with research in mind. 

2.2.1.1.2 Selected honeypots and their configuration 

For selecting the honeypots to use in this work, two aspects have been considered: (i) the services that 

each honeypot provides and how these can facilitate the objectives of FORESIGHT, and (ii) the maturity 

of the honeypot solutions and how well maintained they are. 

The FORESIGHT project aims to deliver an ecosystem of networked realistic training and simulation 

platforms that collaboratively bring unique cyber-security aspects from the aviation, smart grid, and 

naval domains. Since in those domains both general services as well as services related to the ICS 

domain are run, we are interested in both ICS honeypots and in more generic honeypots. 

After reviewing several available honeypot solutions7 in regards to their maturity and services 

provided, in the current version of the tool we decided to use three honeypots: the Conpot, the 

Gaspot, and the Dionaea. Conpot and Gaspot were selected based on the services that they provide 

that are related to ICS. Conpot supports protocols such as modbus, and S7comm which are used in the 

ICS domain, while Gaspot simulates an aboveground storage tank which is commonly used in the oil 

and gas industry and can help gather intelligence about more targeted attacks to the ICS domain. 

Finally, Dionaea was selected for the variety of services, generic in nature, that it provides.  

Conpot 

Conpot is a low interactive server-side ICS honeypot that supports different templates which emulate 

different targets. Since the domains of interest to the FORESIGHT project are aviation, naval, and 

power grid, the default template is selected which emulates a Siemens S7-200 CPU8 with a few 

expansion modules [6], a solution for controlling a wide variety of ICS application. The services offered 

by Conpot in its default template are presented in Table 5. 

Table 5. Conpot services and listening ports 

Honeypot 
Service 

Open ports Description 

HTTP 80 Hypertext Transfer Protocol 

modbus 502 A messaging structure protocol which is the most widely used 
industrial automation protocol in the world 

SNMP 161 Simple Network Management Protocol 

BACnet 47808 A communication protocol for applications such as heating, 
ventilating, and air-conditioning control 

                                                           
7 https://github.com/paralax/awesome-honeypots  
8 https://cache.industry.siemens.com/dl/files/582/1109582/att_22063/v1/s7200_system_manual_en-US.pdf  

https://en.wikipedia.org/wiki/Communication_protocol
https://github.com/paralax/awesome-honeypots
https://cache.industry.siemens.com/dl/files/582/1109582/att_22063/v1/s7200_system_manual_en-US.pdf
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IPMI 623 A set of computer interface specifications for an autonomous 
computer subsystem that provides management and 
monitoring capabilities 

FTP 21 File Transfer Protocol 

TFTP 69 Trivial File Transfer Protocol 

S7comm  80,102, 161, 
502, 623,47808 

A Siemens proprietary protocol that runs on programmable 
logic controllers (PLCs) of the Siemens S7-300/400 family. 

 

Gaspot 

Gaspot simulates a Veeder-Root Guardian Aboveground Storage Tank (AST) monitoring system which 

is typically used to monitor fuel levels in tanks. Gaspot can be setup from its github repository9, or 

through Conpot. Since the version available through Conpot is more up-to-date, we preferred to setup 

this honeypot through using the respective template from Conpot. 

Gaspot primarily has one service, which is the tank monitoring system and listens on port 10001. 

Dionaea 

Dionaea is a low-interaction honeypot that supports several common services. Such services are 

common in different types of domains, including the power grid, aviation, and naval domains, and can 

be used by attackers to either access the networks or pivot between networks. Thus, besides the ICS 

specific protocols, general protocols are also of interest to be monitored for threats targeting them. 

Dionaea was selected because of the number and variety of services that is supports, which are 

presented below: 

Table 6. Dionaea services and listening ports 

Honeypot 
Service 

Open ports Description 

FTP 21 File Transfer Protocol 

telnet 23 Telnet application protocol 

DNS 53 Domain Name System 

MSRPC 135 Microsoft Remote Procedure Call 

HTTPs  443 Hypertext Transfer Protocol Secure 

microsoft-ds  445 Microsoft DS is the name given to port 445 which is used by 
SMB (Server Message Block) 

MSSQL 1443 Microsoft SQL Server 

PPTP 1723 Point-to-Point Tunneling Protocol 

MQTT  1883 A lightweight messaging protocol for small sensors and mobile 
devices 

                                                           
9 https://github.com/sjhilt/GasPot  

https://en.wikipedia.org/wiki/Interface_(computer_science)
https://en.wikipedia.org/wiki/Server_Message_Block
https://github.com/sjhilt/GasPot
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Honeypot 
Service 

Open ports Description 

MSQL 3306 MySQL Database Service 

SIP  5060 The Session Initiation Protocol (SIP) is a signaling protocol used 
for initiating, maintaining, and terminating real-time sessions 
that include voice, video and messaging applications 

SIP-TLS  5061 SIP over TLS 

memcache  11211 Memcache is an in-memory key-value store for small chunks of 
arbitrary data (strings, objects) from results of database calls, 
API calls, or page rendering. 

mongo  27017 MongoDB 

NTP 123 Network Time Protocol 

 

2.2.1.2 External (online) sources 

External sources are very important for the extraction of both general intelligence about current 

threats and their approaches, as well as information about specific vulnerabilities, advisories, 

mitigations, and more [7]. Thus, external sources can be used alone or combined with the internal 

sources for the extraction of more advanced CTI. 

2.2.1.2.1 Supported sources 

In the context of the FORESIGHT project, the purpose of the collected and extracted CTI is to (i) enrich 

FORESIGHT’s knowledge base with the collected and extracted intelligence about threats, malware, 

and vulnerabilities, (ii) enable threat forecasting, and (iii) assist the dynamic scenario generation 

process. Based on the requirements of the Threat Forecasting module (presented in D5.1 “Information 

gathering and threat forecast”), as well as the requirements of the Innovative Curricula and Dynamic 

Scenario Generation module (presented in deliverables D4.4 and D9.2 respectively), the general 

categories of the external sources supported are presented below, with some examples that are pre-

configured and collected by our gathering tool: 

Vulnerability databases  

Vulnerability databases aggregate information about disclosed vulnerabilities. Additionally, 

vulnerability databases can further analyse the collected data to ensure the information shared is 

correct and up-to-date.  

One such example that is collected by the current version of the tool is the National Vulnerability 

Database (NVD)10 which is the U.S. government repository of standards-based vulnerability 

management data. NVD performs analysis on the published Common Vulnerabilities and Exposures 

(CVEs) by aggregating data points from the description, references supplied, and any supplemental 

data that can be found publicly at the time. The final data after the analysis include, among others, 

                                                           
10 https://nvd.nist.gov/  

https://en.wikipedia.org/wiki/Signaling_protocol
https://nvd.nist.gov/


 D9.3 Information gathering and sharing modules (I) 

© 2021 FORESIGHT  Horizon 2020 | SU-DSS01-2018 | 833673 

23 

impact metrics (i.e., Common Vulnerability Scoring System - CVSS), vulnerability types using the 

Common Weakness Enumeration (CWE) specification, applicability statements using the Common 

Platform Enumeration (CPE) naming scheme, and more. 

CERT feeds 

CERTs can provide information about ongoing threats through their feeds or timely information about 

current security issues, vulnerabilities, and exploits. This information, combined with additional 

information collected from other sources, can be very useful in the extraction of CTI. Two of the most 

known CERTs that are gathered by our tool are the US-CERT11 and EU-CERT12. 

Databases with PoCs 

Databases with Proof-of-Concept (PoC) exploits for specific vulnerable software, such as the Exploit 

DB13 that is monitored by our tool, can be used for the dynamic scenario generation process. 

Forums 

Forums from the surface and the dark web can contain information about known and unknown threats 

and vulnerabilities. Additionally, forums may also contain PoC exploits for sale. Our tool currently 

monitors forums like 0day.today14, a forum that is present in both the dark web but also in the surface 

web as a mirror (with the one on the surface web forum often being offline), can provide such code. 

The quality of the provided code and respective information have not been validated by us. 

Relevant web pages from the Surface and the Dark Web 

There are several web pages from the surface and the dark web that upload information about 

vulnerabilities and threats. These web pages can be either technical or more informational. Both cases 

can be used to facilitate the scenario generation process. In the case of non-technical web pages, 

general scenarios with more high-level attack vectors can be simulated through the generation of the 

respective scenarios, where systems with appropriate vulnerabilities can be used to generate such 

scenarios. Finally, web pages that include news sites can be used to identify trends in attacks based on 

the popularity of each attack method mentioned on those sites. Examples of such web pages that are 

pre-configured to our tools are bleepingcomputer15 and darkreading16.  

Social media 

Security vendors, experts, and specialists can discuss in social media, and especially in Twitter, about 

vulnerabilities and incidents. Twitter accounts such as leak_scavenger17, bad_packets18, and 

                                                           
11 https://us-cert.cisa.gov/  
12 https://cert.europa.eu/  
13 https://www.exploit-db.com/  
14 http://curaj33verawgaddbsdsrzc5krmopfyqnei66io5ldhqwdiqukt4vcyd [.] onion/  
15 https://www.bleepingcomputer.com/   
16 https://www.darkreading.com/  
17 https://twitter.com/leak_scavenger  
18 https://twitter.com/bad_packets  

https://us-cert.cisa.gov/
https://cert.europa.eu/
https://www.exploit-db.com/
https://www.bleepingcomputer.com/
https://www.darkreading.com/
https://twitter.com/leak_scavenger
https://twitter.com/bad_packets
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packet_storm19 can provide useful information about threats and vulnerabilities. These accounts are 

monitored by our tool. 

2.2.2 Information Gathering 

The Information Gathering module collects data from internal and external sources. The tools that 

enable the collection of the data are presented below and the DPIA that was performed to identify 

and minimise the data protection risks of the activities is included in D1.3. 

2.2.2.1 Internal sources 

The supported honeypots keep a log of the connections to their services, with each honeypot keeping 

a different format of their logs. Thus, the Information Gathering module is equipped with custom 

scripts that allow the collection of that information that is customised for each honeypot. 

The custom scripts periodically (i.e., every few seconds) check and retrieve all the new data from those 

logs. These scripts store new data from honeypots to a central database for further processing. 

2.2.2.2 External sources 

The Information Gathering module supports the collection of information about threats and 

vulnerabilities from several sources of different type. To support the different types of external 

sources, three major components are developed:  

(i) a web crawler to allow the collection of forums and web pages of interest from the surface and the 

Dark Web; 

(ii) a custom crawling component that can be used to collect data from semi-structured or structured 

sources (e.g., vulnerability databases, CERT feeds, databases with exploits, etc.); and 

(iii) a social media crawler for the collection of social media posts. 

Next, we present the design details of each of the crawling modules. 

2.2.2.2.1 Web crawler 

The web crawler module is responsible for automatically navigating through the web link structure and 

gathering the information contained in the respective web pages. Three types of crawlers are 

supported, (i) a general crawler which follows all the hyperlinks identified in a web page, (ii) a focused 

crawler that collects web pages that are related to the cyber-security domain, and (iii) an evasive 

crawler that navigates the web similarly to human visitors (i.e., by having a browser-like fingerprint 

and a humanlike behaviour). The latter can be useful when web servers of interest deliver different 

content or error pages to web bots as opposed to human visitors20. 

2.2.2.2.1.1 General web crawling   

The web crawler module is responsible for automatically navigating through the web link structure and 

gathering the information contained in the respective web pages [8]. The crawler is comprised of three 

                                                           
19 https://twitter.com/packet_storm  
20 https://www.youtube.com/watch?v=KyC2UYM-4fo  

https://twitter.com/packet_storm
https://www.youtube.com/watch?v=KyC2UYM-4fo
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submodules, the frontier, the fetcher, and the parser. The architecture of the crawler in presented in 

Figure 1. 

 

Figure 1. General crawling architecture 

The frontier contains the list of URLs that are discovered and are to be downloaded. It initially includes 

the seed URLs (i.e., the URLs that are used as input to the crawler) and iteratively updates its list with 

new URLs found. 

The fetcher is responsible for downloading and parsing the respective web pages. Fetcher iteratively 

removes URLs from the frontier and downloads their content. To allow the crawling of both the surface 

and the dark web, the fetcher utilises Privoxy21, a proxy service that is responsible for forwarding each 

web pages to the respective dark web service. In the current version of the tool, three darknets are 

supported, the Tor, the I2P, and the Freenet. This allows the crawler to seamlessly traverse the surface 

and the dark web during a single crawl. This process is repeated until the desired depth (i.e., a 

maximum distance between the seed and crawled web pages) has been reached, or a maximum time 

duration has passed, or no more web pages are available for download. 

Finally, the parser extracts the hyperlinks contained in each web page and feeds them to the frontier.  

2.2.2.2.1.2 Focused crawling  

The web pages retrieved by the crawler need to contain content relevant to the cyber-security domain 

and, even more challengingly, contain CTI-related information. For example, it is desirable that they 

contain information about vulnerabilities, attack methods, information about the attackers, etc. Thus, 

a filtering of the web pages that are encountered by the crawler should be performed, as part of the 

process. A crawler with such filtering capabilities is called a focused crawler [9]. The architecture of the 

crawler when the focused crawling mode is enabled is presented in Figure 2. As we can see, a focused 

crawler operates by selecting to follow only the hyperlinks that lead to relevant resources. 

                                                           
21 https://www.privoxy.org  

https://www.privoxy.org/
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Figure 2. Focused crawling architecture 

The selection of the hyperlinks to follow is guided by automatic text classification methods that may 

be applied on any of the following three types of input, as well as on combinations of them [10]: 

a. The local context of a hyperlink. 

b. The global context of the web page where the hyperlink is found (parent page).  

c. The global context of the destination page of the hyperlink. 

The input is used by a classifier as evidence to decide whether the hyperlink leads to a topically relevant 

web page or not. Among the above types of input, it has been found that the hyperlinks’ local context 

may not contain sufficient evidence [10]. The second type is based on the assumption that web pages 

tend to link to others with similar content. However, it can be argued that this is not always the case. 

Those two methods are the most time efficient. On the other hand, a classifier that bases its decision 

on the textual context of the destination web page itself is naturally more effective. The shortcoming 

of this method is its time efficiency, since the destination web page must be downloaded. However, 

given the challenging particularities of our specific application mentioned above, which make the 

decision over the relevance of a web page a difficult task, we followed this third approach.  

The proposed text classifier uses supervised machine learning methods. The general process is 

summarised in Figure 3. In brief, for the classification of text documents, a set of labelled documents 

is used as input in the training phase, in which each document is represented as a numerical feature 

vector. A machine learning classification algorithm is then applied in this dataset, so that a model that 

accurately describes the relationship between the documents’ features and their labels (or classes) 

can be learnt. Once an accurate model has been produced, it can be applied to new documents, 

represented with the same feature set, in order to predict their classes.  

From the above description, it is evident how important the existence of a set of labelled documents 

is, for the training phase. In the cyber-security domain, the biggest challenge in the implementation of 

a focused crawler is the lack of such labelled datasets. So, as a first step, we have created an 

appropriate dataset (i.e., a labelled set of documents). The documents which we manually labelled 

were collected from six cyber-security-related websites, as well as two technology-related and one 

well-known general news website. The details are presented in Section 5.1.1.2.1.  
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Figure 3. The general pipeline of a supervised machine learning-based classifier 

In the following, we will describe in more detail the classification pipeline that we followed, beginning 

with the training phase. Given that our data are web pages, which frequently contain a lot of irrelevant 

content, such as navigational elements (e.g., side bars), advertising blocks, templates, footers and 

other so-called boilerplate content [11], each web page is cleaned off its boilerplate using the 

Readability tool22 (more specifically, its python implementation23), so that only the main article is kept. 

We chose this tool after a thorough comparison of the performance of six available options in a dataset 

consisted of 38 cyber security-related web pages, the details of which are available in Annex 8.1. 

Then, each document is represented as a numerical feature vector. For the vectorisation, we use the 

Bag of Words (BoW) model, which is the most frequently used strategy [12]. In this model, the 

documents are tokenised, a vocabulary {t1,t2,…,tv} consisting of the terms that occur in the whole set 

of documents is created, and those terms are the features that represent the documents. Formally, a 

document dj is represented as a vector {tw1j,tw2j,…,twvj} where twij is the weight of the vocabulary term 

ti [13]. In the simplest case, the value of a feature for a specific document is its corresponding term’s 

frequency in this document. We use the popular TF-IDF weighting scheme [14] , in which the term’s 

frequency in a document (TF(ti,dj)) is multiplied by a IDF(ti) (inverse document frequency) factor, which 

is defined as  

i

1 n
log( ) 1

1 df (t )





 

where n is the number of documents in the dataset and df(ti) is the document frequency of the term 

(the number of the documents in which it appears). 

Often, as part of the feature extraction (vectorisation) process and before the tokenisation of the 

documents, some pre-processing steps may be performed on the textual data. We have experimented 

with several of them, such as stemming, stop words removal and the removal of words that exist in 

the vast majority of the training documents. As we will present in Section 5.1.1.2.1.1, stemming, which 

                                                           
22 https://github.com/mozilla/readability  
23 https://pypi.org/project/readability-lxml/  

https://github.com/mozilla/readability
https://pypi.org/project/readability-lxml/
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is the process of reducing words to their word stems24, yielded slightly better results according to all 

evaluation metrics used, so it has been included when training the model that is finally used. 

After the feature extraction stage, a model is trained on the processed dataset, applying existing 

machine learning algorithms. For text classification, two of the most prominent algorithms are the 

Random Forest and the SVM. The SVM algorithm was introduced in [15] and [16]. Its high suitability is 

in part attributed to its ability in dealing with problems where the feature vectors are of high 

dimensionality, as is the case with the numerical representations of the documents [12]. In practice, 

the effectiveness of the algorithm in text classification has been shown in many research papers, such 

as [17], and is also evident by the extent of its use in more recent research papers on text classification 

(for example, [18] [19]). On the other hand, Random Forest is also known to handle well data with high 

dimensionality, is robust to outliers, and is less impacted by noise (e.g., misclassified examples). In the 

context of text classification, it has recently gained attention and has been found to be a good solution 

for sentiment analysis tasks (the classification of texts as positive or negative) [20] and clinical text 

classification [21]. As we will see in Section 5.1.1.2.1.1, the SVM algorithm yielded better results. 

It is also useful to note that the training of a machine learning model, involves a stage of tuning the 

used machine learning algorithm’s basic parameters (known as hyperparameters), which of course are 

specific to each algorithm. The optimal values for each hyper-parameter depend on the dataset and 

the specific application, and are not known beforehand. 

The best model according to our evaluation process, which is presented in Section 5.1.1.2.1.1, is 

applied in the prediction (or inference) stage, in order to characterise new instances of web documents 

as relevant to cyber-security or not. Importantly, the feature representation process of the incoming 

document(s) is exactly the same as with the training set: every fetched web page during the crawling 

process is cleaned off its boilerplate content, then stemming is applied, and then the text is vectorised 

using the bag-of-words representation, following the TF-IDF weighting scheme. 

2.2.2.2.1.3 Evasive crawling 

Evasive crawlers are content gathering tools that exhibit browser fingerprints and humanlike browsing 

behaviours which make them indistinguishable from real (i.e., human) visitors. Such approaches can 

be used to crawl web pages in a humanlike manner.  

There are two reasons for the utilisation of evasive crawlers: (i) to enable the crawling of web servers 

that block web bots, and (ii) to crawl web servers in a humanlike manner. The latter is very useful in 

the case of web servers that serve different content to visitors that are detected as web bots versus 

the visitors that are detected as humans25. 

In the context of the FORESIGHT project, the evasive crawlers will not be used to gather data from web 

servers that explicitly mention that they do not want their content to be crawled (i.e., through the 

robots.txt file). However, such crawlers can be used in web servers that serve different content to 

simple crawling scripts and to browsers to allow the gathering of the content that a human would see 

when visiting those web pages. This can be very useful in cases where such web pages contain 

                                                           
24 https://en.wikipedia.org/wiki/Word_stem 
25 https://www.youtube.com/watch?v=KyC2UYM-4fo  

https://en.wikipedia.org/wiki/Word_stem
https://en.wikipedia.org/wiki/Word_stem
https://www.youtube.com/watch?v=KyC2UYM-4fo
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information about vulnerabilities (e.g., web pages from the dark web) which can facilitate the 

enrichment of the collected threat intelligence. 

Next, initially present the current techniques that can be used to detect web bots as well as the 

proposed evasive crawler. 

Web bot detection techniques. Web bot detection aims to accurately distinguish whether a web visitor 

is a bot or a human. This categorisation may entail simply distinguishing web bots from human visitors 

[22], [23] or further categorising web bots based on their functionality [24], purpose [25], [26], or 

complexity (i.e., simple vs sophisticated) and based on whether they try to evade detection or not [27]. 

For many years, the most popular techniques for detecting web bots were based on CAPTCHAs (i.e., 

Completely Automated Public Turing test to tell Computers and Humans Apart) [28]. However, 

usability and effectiveness issues [29], [30] associated with such challenges led current research to 

focus on rule-based and behavioural based detection techniques that do not affect the user 

experience. 

The latest research on web bot detection techniques both in academia, as well as in commercial 

solutions uses (i) rule-based web bot detection techniques based on browser fingerprinting, as well as 

(ii) detection based on the visitors’ behaviour (e.g., the actions that they perform on each web page, 

the mouse movement trajectories, the web pages they visit, etc.). 

The browser fingerprint consists of hardware and software information about the browser. That 

information can include, but is not limited to, the agent name, whether the browser supports 

JavaScript and cookies, the browser fonts and plugins, information about the WebGL, examination of 

unique to browser automation software strings in JavaScript variables, and more [31], [32], [33]. 

Furthermore, more advanced fingerprinting techniques have been proposed that can extract low level 

properties, such as the instruction-set architecture, and the used memory allocator [33]. 

Browsing behaviour is the behaviour that a visitor exhibits regarding the web pages that the visitor 

requests, the browsing speed, whether the visitor performs any mouse movements and clicks, and 

more. For that, the most prominent approach is the use of machine learning and, more specifically, 

the use of classification [27], [34] or clustering algorithms [35]. For that, either web logs [34], [36] or 

mouse movements [37] are utilised for the detect web bots. Additionally, the detection process can 

be performed either offline (i.e., decide after the end of a session whether it is from a bot), or online 

by performing an estimation during the session [36].  

The web bot detection approaches that are based on web logs rely primarily on “traditional” machine 

learning algorithms, such as Support Vector Machines [27], [36], Random Forest [38], [27], Adaboost 

[27], and Multilayer Perceptron (MLP) classifiers [22], [27], [36]. Initially, the sessions of each visitor of 

the web server are extracted from the web logs [27], [39]. Then, for each session, several measurable 

properties/characteristics (features) of the visitors’ behaviour are calculated, including the access 

frequency of web pages [27], the type of web content accessed (e.g., HTML, text, JavaScript, image, 

CSS, etc.) [27], [39] , the access patterns [27], [40], and the HTTP errors produced [27]. The calculated 

feature values are used as input to train machine learning models and the trained models are then 

used to classify the new visitors as bots or humans.  

Latest research has introduced the use of mouse movements for the detection of web bots [37], [41]. 

Mouse movements can either be represented as images and used directly as input to Convolutional 
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Neural Networks (CNNs) [37] or have several high level actions extracted from them, such as click, 

point-and-click, and drag-and-drop [41]. For the latter, these actions accompanied with their 

properties, such as the distance of the mouse move, its duration, and efficiency, are used to train 

classification models. 

The evasive crawler. The crawler allows the enabling of the “evasive crawling” mode when adding a 

new source or interest. The evasive crawling module enhances the functionality of the crawler by 

introducing two additional features: (i) a browser fingerprint, and (ii) a humanlike browsing behaviour. 

Both features can be generated using Selenium26, a browsing automation software. Selenium enables 

the effortless creation of advanced web bots that support the majority of features that common 

browsers offer and it allows the bots to interact with the server as they were humans (i.e., perform 

mouse movements, fill in forms, click elements, etc.). 

 

Figure 4. Evasive crawler 

Browser Fingerprint. Selenium can be used to generate a fingerprint that is very close to a browser 

one. To achieve that, Selenium works on the browser directly and uses browsers’ build-in features to 

perform the automated tasks. It supports several browsers, including Firefox, Chrome, Opera, Safari, 

and Edge.  

One of the most common ways to detect Selenium is through JavaScript variables that are set in 

Selenium but not in common browsers [32]. However, such JavaScript values can be easily updated 

thus resulting in evading detection. The variables to be updated depend on the driver that will be 

utilised. In the current version of the evasive crawler, Selenium is configured to use the Opera drive. 

The JavaScript variables that are updated are: 

 The JavaScript variables that start with “cdc_” (the following characters of those values vary). 

 Any JavaScript variables with names or values that contain the words ‘selenium’ or ‘webdriver’. 

Based on related research [32], [42], this configuration should be sufficient to evade detection based 

on fingerprint. 

Humanlike browsing behaviour. Evasive crawlers try to browse the web in a humanlike manner. In the 

current version, evasive crawlers perform humanlike mouse movements that simulate a “reading” 

behaviour based on the web page content. Examples of such behaviour are presented below: 

                                                           
26 https://www.seleniumhq.org/  

https://www.seleniumhq.org/
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Figure 5. Examples of humanlike mouse trajectories 

To generate this behaviour, three factors are considered: (i) how many lines the web bot will “read” 

(i.e., hover across the page from the left side to the right side in an approximately horizontal line, like 

human users do), (ii) given a starting point, which will be the ending point of the line that represents 

the “reading” function, and (iii) which will be the next point that the bot will go to after finishing 

``reading'' a line, i.e., the next line's starting point.  

Regarding the lines that the bot will “read”, the bot initially decides if it will read the page or not 

randomly. If it decides to read the web page then it has to decide how many lines it will read. The 

number of lines to read is calculated as follows: 

 𝑙𝑖𝑛𝑒𝑠_𝑡𝑜_𝑟𝑒𝑎𝑑 =
𝑐𝑜𝑛𝑡𝑒𝑛𝑡_𝑙𝑒𝑛𝑔ℎ𝑡

𝑙𝑒𝑛𝑔𝑡ℎ_𝑜𝑓_𝑙𝑖𝑛𝑒𝑠
 ( 1 ) 

where the content_length is the length of the web page and the length_of_lines is a weighting factor 

that allows the transformation of content length to lines based on the content size.  

To select the starting and ending points of each line, instead of allowing the bot to hover over the line 

until its end, we deduct a random number between (0,200) from the horizontal axis coordinate of the 

ending point to simulate the human trait of skipping the end of a line. We also add a random number 

between (50,100) to the vertical axis coordinate of the ending point, because humans do not move 

the mouse in an exact straight line.  

After finishing a line, the web bot uses the starting point of the newly finished line to calculate the 

coordinates of the next starting point. The next starting point will be the old starting point with its 

coordinates incremented by a random number between (0,50) for the abscissa (x-axis) and a random 

number between (50,100) for the ordinate (y-axis) respectively.  

Finally, to present a more humanlike mouse movement approach, web bots perform a ``step'' of 8 

when going from the left to the right of each line (simulating a ``normal reading'') and a ``step'' of 18 

when going back to the start of the line (simulating a mouse move without reading). All the 

aforementioned parameters were chosen heuristically with the purpose of presenting a more 

humanlike mouse movement behaviour. 

In the future, more advanced techniques for the modelling of a humanlike browsing behaviour will be 

examined, by combining techniques for the selection of the web pages to visit along with the 

generation of the mouse movements to perform. 

2.2.2.2.2 Custom crawling component 

The custom crawling component takes advantage of the fact that specific web pages can provide their 

data in standardised formats (e.g., RSS feeds) or they can be semi-structured. Thus, special 
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configurations can be given to the crawling component so that instead of simply crawling those web 

pages, to perform an additional scraping step and extract the useful information from them. 

2.2.2.2.3 Monitoring 

Besides the “one-time” crawling, the Information Gathering module supports the periodic crawling by 

all the aforementioned crawling components. This can be used to periodically monitor a source and 

update the local database with any new information included on that source. The update frequency 

can be provided as configuration and can also be updated based on the frequency that the content of 

the sources of interest are updated. 

2.2.2.2.4 Social media crawler 

The social media crawler can be used for the collection of social media posts based on keywords and/or 

by gathering all tweets of specific accounts. In the current version, the Twitter social media platform 

is supported. 

The social media crawler accesses Twitter through its API27. For that, the tweepy python library28 is 

used. The current version of the social medial crawler performs two actions periodically, (i) the 

gathering of new posts from specific Twitter accounts (added by the user to the Information Gathering 

module), and (ii) the keyword-based queries containing vulnerability CVE IDs (e.g., “CVE-2019-11510”) 

to calculate how many tweets and Twitter accounts discuss about them. Since the Twitter API has rate 

limits regarding the queries to perform, when that rate limit is reached, the crawler goes into a sleep 

mode. 

The collected data are stored into a local database for further processing. 

2.2.3 Cyber Threat Intelligence extraction 

After the successful collection of the information about vulnerabilities and threats, the Cyber Threat 

Intelligence (CTI) is extracted. CTI corresponds to any information that can help an organisation 

identify, assess, monitor, and respond to cyber threats [1], [2]. This information can include Indicator 

of Compromise (IoCs), alerts, TTPs, recommendations and mitigation actions, etc. Based on the source 

type, different CTI extraction techniques can be used and combined. In the next sections, we present 

the CTI extraction techniques that are used for the internal and the external sources. 

2.2.3.1 Internal sources 

Data (i.e., logs) collected from the internal sources have usually pre-defined formats (i.e., they are 

structured). Thus, security monitoring systems can use rules for the detection of malicious traffic and 

the extraction of several IoC which can lead to the extraction of CTI from them [43], [44]. Additionally, 

machine learning techniques can be applied for the extraction of CTI from those data through pattern 

analysis and anomaly detection [44]. Thus, the CTI extraction module uses and combines both rule-

based and machine learning based CTI extraction techniques that can be applied on logs collected from 

the internal sources. 

                                                           
27 https://developer.twitter.com/en/docs/twitter-api  
28 https://www.tweepy.org/  

https://developer.twitter.com/en/docs/twitter-api
https://www.tweepy.org/
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2.2.3.1.1 Rule-based techniques 

Intrusion Detection System (IDS) solutions are used for the detection of malicious behaviours in logs 

collected from the internal sources. IDS solutions monitor network traffic for suspicious activities and 

create alerts when suspicious activities are identified. For that, both rule-based and machine learning 

based techniques can be used [45]. 

There are several IDS solutions, several of them open source. Additionally, such open sources IDS 

solutions come with several pre-configured rules for several types of services that they can monitor as 

well as allow the easy creation of additional custom rules. Thus, the community is usually sharing 

additional rules to increase the functionality of those tools. 

For the rule-based CTI extraction, Wazuh29, a security monitoring tool, is used. It is a free, open source, 

and enterprise-ready security monitoring solution for threat detection, integrity monitoring, incident 

response, and compliance. Wazuh is used by several companies and supports among others, intrusion 

detection, vulnerability detection, log data analysis, and security analysis. Wazuh supports all the 

functionality required by the Information Gathering module for rule-based CTI extraction and this is 

why it has been selected.  

Wazuh uses a signature-based approach to intrusion detection, using its regular expression engine to 

analyse collected log data and look for IoC. To achieve that, Wazuh has several pre-configured rules 

for several common protocols.  

As presented in Section 2.2.2.1, data from the internal sources are collected through honeypots. To 

enable the detection from Wazuh, the logs must be in an appropriate format. Thus, we configured the 

deployed honeypots to generate the logs in a JavaScript Object Notation (JSON) format, and then 

created a custom (Wazuh) decoder to parse the information included in those logs and check the 

respective rules for malicious behaviours. 

However, some of the services provided by the honeypots are very specific and the respective rules 

are not available from Wazuh. Thus, custom rules were also created. More specifically, custom rules 

were created for the Conpot and the Gaspot honeypots. For Conpot, two rules were added for the 

modbus protocol, one indicating when a new modbus connection started and when the connection is 

closed. For Gaspot, rules for each command supported by the honeypot (I20100, I20300, I20500, etc.) 

have been created. 

2.2.3.1.2 Machine learning based techniques 

Machine learning based techniques can be utilised to extract more advanced CTI from the collected 

logs. Such CTI can include intelligence about the attackers, such as their TTPs, as well as behavioural 

patterns.  

To extract such intelligence, logs from advanced threat actors must be utilised. However, data 

collected from honeypots include a lot of requests from simple scanning scripts that periodically check 

the internet for vulnerable servers. Thus, as the first step in the CTI extraction process, machine 

learning is used to distinguish more advanced attackers from those simple scanners. 

                                                           
29 https://wazuh.com/  

https://wazuh.com/
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Thus, outlier detection technique can be used for the extraction of advanced attackers from the 

majority of logs that are generated from simple scanning scripts. 

In the current version of the tool, machine learning is used as a first step to filter out simple, repetitive 

scanning scripts. For that, several measurable values (i.e., features) are extracted from the honeypot 

logs. We selected the current features so as to have at least one feature per supported protocol. These 

features are then used as input to outlier detection algorithms for the identification of outliers. 

In the current version of the tool, we assume that each attacker uses one IP. Additionally, since 

attackers might perform the attacks over a long period of time, to identify anomalies, we also split the 

logs initiated from a specific IP into sessions. Each session is considered a sequence of requests with 

the time between each consecutive request to be less than a pre-defined time, in our case 30 minutes. 

If no requests are received from the same IP for more than that pre-defined time, a new session is 

created upon any new request. 

For each session, a set of measurable features are extracted. Below, we present the features extracted 

from Dionaea and Conpot logs. 

Table 7. Features extracted from Dionaea logs 

Id Feature name Description 

1 Session duration The duration of the session in minutes 

2 Telnet Connection Total number of telnet connections performed in the session 

3 SMB Total number of SMB connections performed in the session 

4 MongoDB The total number of mongodb connections performed in the 
session 

5 SIP The total number of SIP connections performed in the session 

6 MSSQL  The total number of mssqd connections performed in the 
session 

7 UPNP The total number of upnp connections performed in the session 

8 MQTT The total number of MQTT connections performed in the 
session 

9 MSRPC The total number of msrpc connections performed in the 
session 

10 memcache  The total number of mecache connections performed in the 
session 

11 FTP The total number of ftp connections performed in the session 

12 MySQL The total number of MySQL connections performed in the 
session 
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13 Printer The total number of connections to the printer service 
performed in the session 

14 PPTP The total number of pptp connections performed in the session 

15 TFTP The total number of TFTP connections performed in the session 

 

Table 8. Features extracted from Conpot logs 

Id Feature name Description 

1 Session duration The duration of the session in minutes 

2 HTTP CONNECT Total number of HTTP CONNECT requests issued during the 
session 

3 HTTP POST Total number of HTTP POST requests issued during the session 

4 FTP connections The total number of FTP connections during the session 

5 Modbus connections The total number of Modbus connections during the session 

6 BACnet connections  The total number of BACnet connections during the session 

7 HTTP 2XX The percentage of HTTP requests that led to an HTTP 2XX code 
response 

8 HTTP 3XX The percentage of HTTP requests that led to an HTTP 3XX code 
response 

9 HTTP 4XX The percentage of HTTP requests that led to an HTTP 4XX code 
response 

10 HTTP 5XX The percentage of HTTP requests that led to an HTTP 5XX code 
response 

11 TFTP The total number of tftp connections during the session 

12 S7comm The total number of S7 connections performed in the session 

 

The extracted feature vectors are used as input to the outlier detection module for the identification 

of outliers. The outlier detection module identifies observations (i.e., outliers) that are far from the 

majority of all the observations. Outlier detection is used for anomaly detection, where we are 

interested in detecting abnormal or unusual observations. 

Due to the huge amount of data collected by honeypots, the Isolation Forest outlier detection 

algorithm [46] is utilised by our module. Insolation Forests are an efficient way of performing outlier 

detection in high-dimensional datasets through the use of Random Forests. They recursively generate 

partitions on the sample by randomly selecting an attribute and then randomly selecting a split value 

for the attribute, between the minimum and maximum values allowed for that attribute.  
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In the future version of the module, the outliers identified will be used as input to machine learning 

algorithms that take advantage of the rule-based techniques mentioned in the previous section for the 

extraction of TTPs and the identification of behavioural patterns. For that, initially the malicious actions 

performed on the honeypots will be extracted using rule-based techniques. Then, sequences of those 

actions will be extracted and compared with TTPs provided by the MITRE ATT&CK framework30. For 

that, machine learning and/or deep learning techniques that find similarities among sequences will be 

considered. Additionally, to facilitate the aforementioned process, machine learning based techniques 

for the mapping of the extracted sequences into existing ontologies, such as the threat action ontology 

[47], will be used.  

2.2.3.2 External (online) sources 

External sources can contain a huge amount of information about threats and vulnerabilities that can 

be used for the extraction of CTI. External sources include data that are usually semi-structured or 

unstructured. To allow the extraction of the CTI from the external sources, rule-based and machine 

learning based techniques are utilised. 

2.2.3.2.1 Rule-based 

For the extraction of CTI using rule-based approaches, the tool checks the text for the existence of pre-

defined keywords or phrases. If those keywords/phrases exist in the text, then these are added as 

“metadata” to the text. 

In the current version of the tool, the CIRCL taxonomy created from the Computer Incident Response 

Center Luxembourg31 (CIRCL) was used as the set of keywords of interest. The CIRCL taxonomy was 

selected (i) based on the needs of the FORESIGHT project as it can be used for forecasting new 

categories of vulnerabilities that will emerge, and (ii) because of the mapping that it provides to the 

ENISA threat taxonomy [48]. The CIRCL taxonomy contains the following tags: 

Spam, System Compromise, Scan, Denial of Service, Copyright Issue, Phishing, Malware, XSS, 

Vulnerability, Fastflux, SQL Injection, Information Leak, Scam, Cryptojacking, Locker, Screenlocker, 

Wiper 

For example, in the following document, the tag of “denial of service” is extracted. 

“This issue was addressed with improved checks. This issue is fixed in macOS Big Sur 11.0.1, watchOS 

7.0, iOS 14.0 and iPadOS 14.0, iCloud for Windows 7.21, tvOS 14.0. A remote attacker may be able to 

cause a denial of service.” 

2.2.3.2.2 Machine learning based techniques 

The FORESIGHT project aims at the implementation of realistic and dynamic scenarios that are based 

on identified and forecasted trends of cyber-attacks and vulnerabilities extracted from CTI. Thus, 

advanced entities and correlations can be extracted from the collected sources to allow the generation 

of CTI that can be used for that purpose. 

                                                           
30 https://attack.mitre.org/  
31 https://www.circl.lu/  

https://attack.mitre.org/
https://www.circl.lu/
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Machine learning based methods can be used (in addition to rule-based techniques) on the collected 

data from external sources to extract intelligence that include TTPs of the attackers as a means of 

gathering intelligence about them and the techniques that they use. This can be used for generating 

realistic and dynamic scenarios that are based on identified and forecasted trends of cyber-attacks and 

vulnerabilities based on the identified TTPs used by advanced threat actors. 

Since external sources are most of times unstructured, there exists a need for the extraction of named 

entities and concepts of interest from such text which can be enriched thereafter to extract the TTPs 

along with additional intelligence about the attackers. For that, several machine learning based 

techniques must be combined. The first step is to extract the named entities from the collected text. 

Having those, additional techniques, such as relation extraction techniques, can be utilised. 

Named Entity Recognition 

Named Entity Recognition (NER) is the process of locating and classifying named entities mentioned in 

unstructured text into pre-defined categories. In the context of the FORESIGHT project, several sources 

of interest include text that contains threat intelligence information in unstructured format (see 

Section 2.2.1.2.1). Thus, identifying entities on these texts and labelling them to cyber-security related 

categories can facilitate the CTI extraction process. 

During the last years, there has been a lot of research related to NER in several domains, but with 

limited research on CTI [49], [50]. Different techniques have been proposed for NER, from using hand-

crafted features, to utilising machine learning [51], and more lately deep learning techniques [52], [53]. 

The latest advances in NER utilise Recurrent Neural Networks (RNN) combined with representations 

based on word embeddings (such as word2vec [54] and GloVE [55]), which has resulted in significant 

improvements in the performance [52], [53]. Additionally, more recently proposed methods in the 

field have utilised transformer-based machine learning techniques [56]. 

In the FORESIGHT context, cyber-security-related entities, as well as entities about actions performed 

are of interest. These entities can be used as a first step to extract additional intelligence from the 

collected data, including threat vectors that attackers followed, as well as their targets. In the current 

version of the tool, three class labels of named entities are supported: entities, actions, and modifiers 

[49].  

To extract those named entities from unstructured text, the DeLFT32 (Deep Learning Framework for 

Text) framework was trained and used. DeLFT is a framework that supports text processing, focusing 

on sequence labelling (e.g., named entity tagging, information extraction), and text classification (e.g., 

comment classification). DeLFT uses word embeddings and supports several state-of-the art deep 

learning architectures, including the BidLSTM-CRF [57], BidLSTM_CRF_FEATURES [58], BidLSTM-CNN 

[58], BidLSTM-CNN-CRF [59], BidGRU-CRF [53], and BERT transformer architecture with fine-tuning and 

CRF activation layer [60].  

In the current version of the tool, the BidLSTM-CNN-CRF was used and combined with the ELMo [61] 

contextual embeddings, and the BERT (Bidirectional Encoder Representations from Transformers) 

feature extraction as contextual embeddings [60].Next, we present the high-level and data centric 

                                                           
32 https://github.com/kermitt2/delft  

https://github.com/kermitt2/delft
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architectural of the Information Gathering module, the technology stack, and the REST endpoints and 

User Interfaces. 

2.3 Architectural aspects 

In this section we present the high-level and data-centric architecture of the Information Gathering 

module, and its technology stack. 

2.3.1 Application architecture 

2.3.1.1 High-level architecture 

The high-level architecture of the Information Gathering module is presented below: 

 

Figure 6. High level architecture of the Information Gathering module 

The Information Gathering module collects data from internal and external sources and stores them 

in a local database. Then, CTI is extracted from those data and sent to the Information Sharing module. 

2.3.1.2 Data-centric architecture 

The Information Gathering sends the extracted CTI from the information that it collects to the 

Information Sharing module. The communication exchange is shown below: 

 

 

Figure 7. Data-centric architecture of the Information Gathering module 

The Information Gathering module uses MongoDB as its database. Below we present the way the data 

are stored. More specifically, four collections have been used, two collections containing the data for 

the web crawler and the rest for the social media crawler. For each crawler (i.e., the web and the social 

media crawler) the first collection contains the sources (to be) gathered as well as their configurations 

while the second the collected data. Since data are stored in MongoDB, the BSON33 data type is used 

to store these data. 

Collection 1: URLs for the web crawler 

{ 
      bsonType: 'object', 
      title: 'urls', 

                                                           
33 BSON is a binary serialisation format used to store documents and make remote procedure calls in MongoDB. 
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      required: ['_id', 'url', 'last_accessed, 'state', 'monitor', ‘monitor_ interval', 'evasive', 'custom_type', 
'custom_selectors'], 
            properties: { 
                   _id: { 
                       bsonType: 'ObjectId' #unique identifier 
                  }, 
                  url: { 
                       bsonType: 'string' 
                  }, 
                  last_accessed: { 
                        bsonType: 'date' #the date when it was last accessed 
                  }, 
                  state: { 
                      bsonType: 'string' #wheather the URL is being currently crawled, finished, or monitored 
                 }, 
               monitor: { 
                      bsonType: ' boolean' #the flag indicating whether we want the source to be monitored or not 
              }, 
             monitor_ interval: { 
                      bsonType: ‘int’ #integer indicating how often the source will be visited (in minutes) 
             }, 
            evasive: { 
                    bsonType: ' boolean' #the flag indicating whether we want the source to be monitored or not 
            }, 
           custom_type: { 
                  bsonType: 'string’ # type of content included in the URL (e.g., JSON, RSS, custom) 
           }, 
           custom_selectors: { 
                   bsonType: 'array' # array containing the custom selectors to be utilised by the monitoring module 
         } 
 } 

 

Collection 2: data collected from the web crawler  

{ 
      bsonType: 'object', 
      title: 'data', 
     required: ['_id', 'siteId', 'content', 'title', 'URL', 'date', 'confidence', 'domain'], 
           properties: { 
               _id: { 
                       bsonType: 'ObjectId' #unique identifier 
              }, 
             siteId: { 
                      bsonType: 'string' # the unique identifier of the URL from the collection 1 
             }, 
             content: { 
                     bsonType: 'string' 
             }, 
             title: { 
                    bsonType: 'string' 
             }, 
             URL: { 
                   bsonType: 'string' 
             }, 
             date: { 
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                    bsonType: 'date' 
             }, 
             confidence: { 
                    bsonType: 'double' #value given by the text classifier used in the focused crawling mode 
             }, 
             domain: { 
                   bsonType: 'string' #the domain of the URL 
             } 
      } 
} 

 

Collection 3: Twitter accounts and keywords monitored 

{ 
      bsonType: 'object', 
      title: 'twitter', 
     required: ['_id', 'term', 'last_modified', 'account', 'state', 'monitor', ‘monitor_interval ', 'evasive'], 
           properties: { 
               _id: { 
                       bsonType: 'ObjectId' #unique identifier 
              }, 
             term: { 
               bsonType: 'string' 
             }, 
             last_modified: { 
               bsonType: 'date' 
            }, 
           account: { 
               bsonType: 'string' 
           }, 
           state: { 
               bsonType: 'string' 
           }, 
          monitor: { 
               bsonType: 'boolean' 
        }, 
       monitor_interval: { 
          bsonType: 'int' #integer indicating how often the source will be visited (in minutes) 
       }, 
    } 
} 

 

Collection 4: tweets collected 

{ 
      bsonType: 'object', 
      title: 'twitter_data', 
      required: ['_id', 'tweet_id', 'user', 'date', 'text'], 
      properties: { 
         _id: { 
                    bsonType: 'ObjectId' #unique identifier 
         }, 
        tweet_id: { 
                  bsonType: 'string'  # twitter id (encrypted) 
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        }, 
        user: { 
                bsonType: 'string' # username of the tweet (encrypted) 
        }, 
        date: { 
                bsonType: 'date' # date of the tweet 
        }, 
        text: { 
                bsonType: 'string' # text of the tweet 
        } 
     } 
} 

 

For any additional social media platforms added, the respective social media collections will be 

created. 

2.3.2 Technology stack 

In order for the Information Gathering module to provide efficiently its functionalities in terms of both 

end-user experience and component communication, it needs a variety of technologies that are being 

described in Table 9. 

Table 9. Summary of the technologies used in the Information Gathering module 

Tool Details 

MongoDB 

https://www.mongodb.com/ 

MongoDB is a general purpose, NoSQL, document-based, 
distributed database built for modern application developers 
and for the cloud era. 

Angular 

https://angular.io/ 

 

Angular is a TypeScript-based open-source web application 
framework led by the Angular Team at Google and by a 
community of individuals and corporations. The UI presented 
in 2.4.2 was developed using the Angular framework. 

Keycloak Angular 

https://www.npmjs.com/package/
keycloak-angular 

Library to integrate Angular applications with Keycloak. 

Python 

https://www.python.org/ 

 

Python is an interpreted, high-level and general-purpose 
programming language. Python has an object-oriented 
approach and was used for the development of the backend of 
the Information Gathering module. 

scikit-learn python library 

https://scikit-
learn.org/stable/auto_examples/ 

Scikit-learn is the most widely used library in Python for data 
analysis and machine learning. It has been used to implement 
the text classifier on which the focused crawler is based. 

readability-lxml python library 

https://pypi.org/project/readabilit
y-lxml/ 

Readability-lxml is used to implement the boilerplate 
extraction. It is the implementation in Python of Mozilla’s 
Readability tool. 

https://www.mongodb.com/
https://angular.io/
https://www.npmjs.com/package/keycloak-angular
https://www.npmjs.com/package/keycloak-angular
https://www.python.org/
https://scikit-learn.org/stable/auto_examples/
https://scikit-learn.org/stable/auto_examples/
https://pypi.org/project/readability-lxml/
https://pypi.org/project/readability-lxml/
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Apache 

https://httpd.apache.org/ 

The Apache HTTP Server, colloquially called Apache, is a free 
and open-source cross-platform web server software. 

Docker 

https://www.docker.com/ 

Docker is a tool designed to create, deploy, and run applications 
in the form of containers. Used to deploy the crawler 
components in IG’s backend. 

Docker Compose 

https://docs.docker.com/compose
/ 

Compose is a tool for defining and running multi-container 
Docker applications. It relies on Docker Engine for any 
meaningful work. 

Selenium 

https://www.selenium.dev/ 

Selenium is a browser automation software that allows to 
perform crawling using a browserlike fingerprint and also to 
perform mouse movements, clicks, and keystrokes. 

Tor 

https://www.torproject.org/ 

 

The Tor network is a group of volunteer-operated servers that 
allow people to improve their privacy and security on the 
Internet. Tor's users employ this network by connecting 
through a series of virtual tunnels, rather than making a direct 
connection, thus allowing both organisations and individuals to 
share information over public networks without compromising 
their privacy. 

I2P 

https://geti2p.net/en/ 

 

The Invisible Internet Project (I2P) is a fully encrypted private 
network layer that has been developed with privacy and 
security by design in order to provide protection for your 
activity, location and your identity. The software ships with a 
router that connects you to the network and applications for 
sharing, communicating and building. 

Freenet 

https://freenetproject.org/index.h
tml 

Freenet is a peer-to-peer platform for censorship-resistant 
communication and publishing. 

Tweepy 

https://www.tweepy.org/ 

Tweepy is an easy-to-use Python library for accessing the 
Twitter API. 

 

2.4 Interfaces 

2.4.1 Application programming interfaces 

2.4.1.1 REST endpoints 

In the following table we present the currently supported REST API calls by the Information Gathering 

module 

https://httpd.apache.org/
https://www.docker.com/
https://docs.docker.com/compose/
https://docs.docker.com/compose/
https://www.selenium.dev/
https://www.torproject.org/
https://geti2p.net/en/
https://freenetproject.org/index.html
https://freenetproject.org/index.html
https://www.tweepy.org/
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Table 10. The REST API calls supported by the IG module 

# REST Endpoint Params Description REQ_ID and Use 
Cases 

1 GET /page - Get all web pages that are monitored 
and crawled 

REQ-078 

UC-F-01 

2 POST / url, 

mode 

Add a new web page to be crawled or 
monitored 

REQ-078, REQ-144, 
REQ-145, REQ-146, 
REQ-147, REQ-149, 
REQ-151, REQ-152, 
REQ-153, REQ-154 

UC-F-01, UC-F-04 

3 GET 
/soc_media_acc 

platform 
(array) 

Get all social media accounts that are 
monitored. In the current version, the 
Twitter is supported. 

REQ-148 

UC-F-02 

4 POST 
/soc_media_acc 

acc, 
platform 

Add an  account to be monitored. In 
the current version the Twitter is 
supported. 

REQ-148 

UC-F-02 

5 POST 
/soc_media_term 

term, 
platform 
(array) 

Perform keyword based search on 
social media. Currently the Twitter is 
supported.  

REQ-148 

UC-F-02 

 

2.4.1.2 Data messages 

The Information Gathering module sends the collected  data to the Information Sharing module for 

storage. For that either the API provided by the Information Sharing module can be used, or simply 

HTTP POST requests can be performed. In both the API and the POST requests, the authorisation key 

must be provided. 

Below we present an example JSON file that can be send as part of the POST request to the Information 

Sharing module.  

{ 
    "Event": 
        { 
        "date":"2021-03-20", 
         …. 
      } 
} 

 

2.4.2 User Interface 

The Information Gathering module is responsible for collecting CTI from several pre-configured 

sources. Additionally, it allows a user to add new external sources of interest to be crawled or 

monitored. This is achieved through a custom UI specifically developed for this purpose. This 
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functionality is not supported for internal sources since honeypot solutions are utilised which require 

additional configurations for integration. 

As illustrated in Figure 8, the left side pane of the UI is divided into two broad categories. The upper 

category can be used for the selection of the type of the source that the user wants to add whereas 

the bottom category contains all the settings necessary for the configuration of the gathering tool. The 

main area contains a user input field which can be used to add new sources of interest and also a list 

where the end-user can see the sources that have been already added along with the date and the 

current status. Finally, two action buttons are provided, one for the deletion of the source and one in 

case the user wants to re-crawl the specific source. 

 

Figure 8. UI of the Information Gathering module 

In more detail, to add a new source of interest, the user initially selects the source type among the 

available types listed on the left (currently “Web” or “Twitter”, but additional types will be added) and 

then adds it accompanied by additional configurations required for the effective and efficient 

collection of the information available in that source.  

The list of the currently available configurations includes: 

 Whether to perform crawling, monitoring, or custom gathering; 

 In the case of crawling, whether to perform general crawling, focused crawling, and/or evasive 

crawling; and 

 In the case of monitoring, the format of the data from the target source as well as additional 

tailored HTML selectors to enable effective scraping. 

By the time a new source is added, the monitoring area is updated with the additional source and the 

crawling process begins. The crawled, extracted, and analysed results are visualised in the Information 

Sharing module presented in detail in Section 3. 
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3 Information Sharing module 

3.1 High-level overview 

The Information Sharing module is responsible for the correlation of the extracted CTI from both the 

internal and external sources, and the storage and sharing of the collected CTI, as well as its 

correlations. In this section we present the objectives and the functionality coverage of the 

Information Sharing module (Section 3.1), the design details of the sharing platform and its correlation 

engine (Section 3.2), the architecture and technology stack (Section 3.3), and the interfaces of the 

module (Section 3.4). 

3.1.1 Objectives 

The main goal of the Information Sharing module is the storage and sharing of Cyber Threat 

Intelligence extracted from the Information Gathering module. 

To achieve that, the objectives of the Information Sharing module are: 

 Correlation and enrichment of the collected CTI; 

 Storing and sharing CTI; and 

 Creation of an environment of trust for sharing CTI. 

The results of the Information Sharing module that will facilitate the fulfilment of its objectives are: 

 The CTI sharing platform; 

 The advanced correlation engine; and 

 The combined and enriched CTI. 

3.1.2 Functionality coverage 

In this section we present the requirements of the Information Sharing module and the relevant use 

cases as well as how they are addressed. 

3.1.2.1 Related requirements 

The functional and non-functional requirements for the Information Sharing module have been 

presented in D2.3 “FORESIGHT Cyber-Range Requirement Report”. In Table 11 we present those 

requirements as well as the current implementation towards their fulfilment. Some requirements are 

partially fulfilled in the current version of the tool and will be fulfilled in the second phase of the 

development of the modules that will be presented in D9.7 “Information gathering and sharing 

modules”. 

Table 11. Requirements of IS module and use-case references 

REF_ID  Description of implementation Use Cases 

REQ-155 Requirement: The Information Sharing module must support novel advanced 

correlation techniques between the information that it stores 

Implementation: The current version of the tool supports simple correlations. 
Advanced correlations will be added in the second development phase. 

UC-F-06 



D9.3 Information gathering and sharing modules (I) 

© 2021 FORESIGHT  Horizon 2020 | SU-DS01-2018 | 833673 

46 

REF_ID  Description of implementation Use Cases 

REQ-156 Requirement: The Information Sharing module must support the effortless 

storage and sharing of the collected cyber threat intelligence in a secure way 

Implementation: The Information Sharing module is based on the MISP open 
source threat intelligence tool that supports the effortless storage and sharing 
of the collected CTI. 

UC-F-07 

REQ-157 Requirement: The Information Sharing module should check the collected 
information from the internal sources for classified and/or sensitive 
information. 

Implementation: For the internal sources, honeypot solutions will be utilised. 
Thus, no classified and/or sensitive information will be included there. 

UC-F-07 

REQ-205 Requirement: It should be possible to retrieve available information from 
knowledge databases about malware and vulnerabilities. 

Implementation: The Information Gathering module collects and stores 
information about malware and vulnerabilities into the IS module. This 
information can be retrieved from the IS module using its API. 

UC-F-08 

REQ-206 Requirement: The information about malware and vulnerabilities should also 
include information about solutions, patches or workarounds to eliminate or 
mitigate the risk, potentially shared information from other organisations 
previously affected by the threat. 

Implementation: The Information Gathering module collects and stores 
information about malware and vulnerabilities as well as relevant solutions, 
patches and/or workarounds gathered from vulnerability databases that are 
monitored. Additionally, information about organisations previously affected 
by the threat in news sites and official web pages can be collected. 

This information is correlated (when possible) and stored into the IS module 
to enrich the intelligence provided. 

UC-F-08 

 

3.1.2.2 Related use cases 

The use cases for the Information Sharing module have been presented in D2.4 “FORESIGHT 

Architecture report”. In this deliverable we briefly present the use cases as well as the respective 

related requirements and we describe the provisions made to support the fulfilment of the use cases. 

Table 12. Use-cases related to the IS module 

REF_ID  Description of implementation 

UC-F-06 Use case: Correlate data 

Implementation: The Information Sharing module is based on the MISP threat intelligence 
sharing platform that supports the automatic correlation of the data by comparing the 
extracted attributes from the collected data. Furthermore, additional techniques will be 
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REF_ID  Description of implementation 

implemented in future versions of the tool to allow more advanced correlations that are 
based on machine learning techniques. 

UC-F-07 Use case: Secure storing Information 

Implementation: The Information Sharing module is based on the MISP threat intelligence 
sharing platform. MISP supports the secure storage and sharing of CTI. 

UC-F-08 Use case: Enrich information of malware and vulnerabilities 

Implementation: The Information Gathering module collects and stores information about 
malware and vulnerabilities as well as relevant solutions, patches and/or workarounds 
gathered from vulnerability databases that are monitored. Additionally, information about 
organisations previously affected by the threat in news sites and official web pages can be 
collected. This information is correlated (when possible) and stored into the IS module to 
enrich the intelligence provided. This information is available through the API from the IS 
module. 

UC-F-09 Use case: Visualise data 

Implementation: The Information Sharing module is based on the MISP threat intelligence 
sharing platform. MISP supports the visualisation of the collected CTI as well as their 
correlations. 

 

3.2 Design details 

The collected data and extracted CTI are stored in a threat intelligence sharing platform. The selected 

platform must follow the respective guidelines from the National Institute of Standards and 

Technology (NIST) about threat intelligence sharing (NIST 800-150) [1] to provide an environment of 

trust to store and share this information. Next, we present the analysis about the CTI sharing platforms, 

as well as the rationale behind our choice, MISP, and the respective configurations that we performed 

to utilise the functionalities that MISP provides. 

3.2.1 CTI platforms and tools 

The need for the detection, gathering, and assessment of cyber-threat information in order to extract 

CTI has escalated over the years. As stated in the ENISA top 15 cyber trend threats of 2020 [62], during 

the next decade, cyber-security risks will become harder to assess and interpret due to the growing 

complexity of the threat landscape, adversarial ecosystem, and expansion of the attack surface. Thus, 

CTI sharing platforms will play a major role in the timely identification of cyber threats. In this section, 

we outline six platforms and tools (namely MISP, OpenCTI, GOSINT, Yeti, OpenTAXII, and CIF) that 

implement several frameworks and language platforms for CTI sharing, also used by ENISA. 

3.2.1.1 MISP - Open-source threat Intelligence & Open standards for CTI sharing 

One of the most widespread CTI sharing platforms is MISP - Open-source threat Intelligence & Open 

standards for threat information sharing34. Following the example of most CTI sharing platforms, MISP 

                                                           
34 http://www.misp-project.org/  

http://www.misp-project.org/
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detects, stores, and shares technical and non-technical information about malware samples, incidents, 

attackers, and intelligence. Moreover, MISP supports data export in Structured Threat Information 

eXpression (STIX) and OpenIoC for use in IDSs or Security Information and Event Management (SIEM) 

solutions, as shown in Figure 9. 

 

Figure 9. MISP support of standards35 

Additionally, MISP has an automatic correlation mechanism that is: (a) able to identify relationships 

between attributes/objects and indicators from malware correlation engines and (b) capable of 

performing advanced correlations such as fuzzy hashing (e.g., ssdeep36) or CIDR block matching. 

Another interesting characteristic of the MISP platform is that most of the supported data models are 

created by the MISP community. MISP stores data in a structured format (to allow for the automated 

use of its database for various purposes), provides extensive support of cyber-security (including fraud) 

indicators for different vertical sectors (e.g., financial sectors), and supports CTI sharing for both 

human and machine applications. Furthermore, it provides STIX support, allowing data export in STIX 

1.0 and 2.0 (XML and JSON) format. More details about MISP functionalities are described in 

https://github.com/MISP/MISP. 

Intelligence vocabularies (MISP galaxy) can be bundled with existing threat actors, malware, and 

ransomware or linked to events from the MITRE ATT&CK knowledge base. MISP objects are used in 

the current MISP version (2.4.139) and can be also utilised by other information sharing tools. The 

creation of these objects and their associated attributes is based on real cyber-security use-cases and 

existing practices in information sharing, while object sharing is transparently supported even for MISP 

instances that do not have the object template. 

The MISP objects derived from many categories depend on the threat type; the supported attacks 

include: ail-leak (analysis information leak framework), ais-info (automated indicator sharing), android 

                                                           
35 https://www.circl.lu 
36 https://ssdeep-project.github.io/ssdeep/index.html  

https://github.com/MISP/MISP
https://github.com/MISP/MISP
https://github.com/MISP/MISP
https://www.circl.lu/
https://ssdeep-project.github.io/ssdeep/index.html
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permission, av-signature (antivirus detection signature), bank account, cap-alert (common alerting 

protocol alert object), and others. 

Finally, MISP provides a flexible free text import tool to facilitate the integration of unstructured 

reports into MISP and an adjustable taxonomy to classify and tag events according to the users’ own 

classification schemes/taxonomies. The taxonomy can be either local or shareable among different 

MISP instances, while MISP comes with a default set of well-known taxonomies and classification 

schemes to support standard classification as used by ENISA, Europol, DHS, CSIRTs or other 

organisations. 

3.2.1.2 OpenCTI - Open cyber threat intelligence platform 

The OpenCTI platform37 is an open-source solution, which allows organisations to manage CTI 

knowledge and observables. Its main task is to structure, store, organise and visualise both technical 

and non-technical artifacts about cyber threats. OpenCTI's data structure follows a knowledge schema 

approach, which is based on the STIX2 standards. To gather CTI, the platform can be integrated with 

other tools and platforms like MISP, TheHive38, MITRE ATT&CK39 and more. For the CTI storage, 

OpenCTI integrates ElasticSearch40. Finally, the stored CTI is centrally available to OpenCTI's users and 

submodules through the integrated GraphQL41 API. Specifically, OpenCTI aims to be a tool, that allows 

users to integrate technical information (e.g., TTPs, observables) and non-technical (i.e., victimology, 

affected vertical sectors, localisation), while also linking each piece of information to its primary source 

(like a CTI report, a MISP event).  

OpenCTI makes use of connectors, which are standalone processes, executed independently of the rest 

of the platform. The connectors use the RabbitMQ42 message broker to consume or push data to 

OpenCTI, through a dedicated queue for each connector instance that contacts the OpenCTI API. 

Basically, connectors define routes to the platform's API, that enable users to customise the importing 

of knowledge (like enriching/updating from external or internal sources) and to export it in formats 

like STIX2, Portable Document Format (PDF), Comma-Separated Values (CSV). To achieve that, it 

requires the use of workers that listen to RabbitMQ, in order to call the API for the insertion or export 

of data. 

Moreover, OpenCTI allows users to correlate knowledge (entities, TTPs, threat groups, etc.) and match 

it with existing CTI reports. This is a task that can be achieved either programmatically through an 

implemented Python client, or manually through the provided UI. Specifically, during this procedure, 

users define relations over knowledge artifacts and OpenCTI can infer additional relations, by utilizing 

                                                           
37 https://www.opencti.io/  
38 https://thehive-project.org/  
39 https://attack.mitre.org/  
40 https://www.elastic.co/  
41 https://graphql.org/ 
42 https://www.rabbitmq.com/ 

https://www.opencti.io/
https://thehive-project.org/
https://attack.mitre.org/
https://www.elastic.co/
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a predefined rule-based model that is built upon the Grakn knowledge graph43. Thus, it is able to enrich 

CTI reports with knowledge graphs. 

Finally, it provides customisable dashboards that enable users to visualise entities, reports, and 

knowledge relations to entities, indicators, and observables. To sum up, OpenCTI is able to act as a 

unified CTI repository, for numerous tools and platforms (like MITRE CVE44, MITRE ATT&CK, MISP, 

TAXII245, TheHive, VirusTotal46, and more), while allowing users to further analyse the collected CTI. 

3.2.1.3 GOSINT - The open-source intelligence gathering and processing framework 

GOSINT47 is another popular open-source platform that focuses on intelligence gathering and 

processing. It collects, processes, and exports IoCs; in this way it controls the data inclusion process in 

the platform and enriches it with high-quality metadata. GOSINT aggregates, validates, and sanitises 

indicators for consumption by other tools, including CRITs and MISP, or directly into log management 

systems and SIEMs, while also supporting STIX 2.0/1.x, TAXII and Vocabulary for Event Recording and 

Incident Sharing (VERIS). 

GOSINT allows forensic experts to gather structured and unstructured data from incidents occurring 

at third parties. It is developed by the Cisco CSIRT and can act as a powerful aggregator of IoCs before 

they are passed to another analysis platform or a SIEM. GOSINT also supports IODEF and IDMEF 

alongside STIX/TAXII and VERIS.  

GOSINT can support several actions to provide additional context to indicators in the pre-processing 

phase; such actions may include the identification of IoCs with systems like Cisco Umbrella48, 

ThreatCrowd49, and VirusTotal. The information returned from these services can help analysts reach 

a verdict on the value of the indicator, as well as tag the indicator with additional context that might 

be used later in the analysis pipeline. 

The GOSINT functionalities are described in https://github.com/ciscocsirt/GOSINT; the framework is 

written in Go with a JavaScript frontend. Drawbacks of the GOSINT platform are mainly related to 

package management and include package managers that (a) provide out-of-date versions of the 

software and should be tested to ensure compatibility, and (b) name packages differently depending 

on the package managers or OS release repository at hand. 

3.2.1.4 Yeti - open distributed machine and analyst-friendly CTI repository 

Another open-source platform is Yeti; an open, distributed, machine- and analyst-friendly threat 

intelligence repository50. Yeti is a platform meant to organise observables, IoCs, TTPs, and threat 

intelligence in a single, unified repository. Moreover, Yeti automatically enriches observables (e.g., by 

                                                           
43 https://grakn.ai/  
44 https://cve.mitre.org/  
45 https://taxiiproject.github.io/taxii2/  
46 https://www.virustotal.com/  
47 http://gosint.readthedocs.io/en/latest/  
48 https://umbrella.cisco.com/  
49 https://www.threatcrowd.org/  
50 https://yeti-platform.github.io/  

https://github.com/ciscocsirt/GOSINT
https://github.com/ciscocsirt/GOSINT
https://grakn.ai/
https://cve.mitre.org/
https://taxiiproject.github.io/taxii2/
https://www.virustotal.com/
http://gosint.readthedocs.io/en/latest/
https://umbrella.cisco.com/
https://www.threatcrowd.org/
https://yeti-platform.github.io/
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resolving domains and geolocating IPs) on behalf of the user and provides a (Bootstrap-based) user 

interface for humans and an API-based for machines to facilitate communication and interoperability 

with other CTI tools51. Finally, Yeti enables users to enrich the investigations of the stored observables, 

by providing a user-friendly UI for the creation of relationships between them, presenting them with 

relationship graphs. The Yeti functionalities are described in https://github.com/yeti-platform/yeti.  

3.2.1.5 OpenTAXII - Trusted Automated eXchange of Indicator Information 

The OpenTAXII platform52 is an upgraded form of TAXII Services; its architecture follows the TAXII 

specifications with functional units for the TAXII Transfer Unit, the TAXII Message Handler, and other 

back-end services. OpenTAXII is a robust Python implementation of TAXII Services that delivers a rich 

feature set. It provides extendable persistence and authentication layers (both via a dedicated API) 

and provides a collection of threat specifications. Furthermore, it provides an appropriate set of 

services and message exchange functionality to facilitate CTI sharing between parties. Some other 

characteristics of OpenTAXII include: customizable APIs, authentication, flexible logging. Furthermore, 

it automatically handles the data of the frameworks relied on, provides machine-readable threat 

intelligence, and combines network security operations data with threat intelligence, analysis and 

scoring data in an optimised manner. It is a large repository that consists of (meta)data of intrusions; 

database handling typically occurs in the same query context.  

3.2.1.6 CIF - Collective Intelligence Framework 

CIF (Collective Intelligence Framework)53 is a CTI management system and one of the platforms of 

choice of ENISA for CTI sharing. CIF helps users to parse, normalise, store, post-process, query, share 

and produce CTI data, while allowing them to combine known malicious threat information from many 

sources and utilise that information for identification (incident response), detection (IDS) and 

mitigation (null route). It also supports an automated form of the most common types of threat 

intelligence warehoused in CIF which are IP addresses and URLs that are observed to be related to 

malicious activity. The CIF framework aggregates various data-observations from different sources. 

When a user query for CTI data, the system returns a series of chronologically ordered messages; users 

are then able to make decisions by examining the returned results (e.g., series of observations about 

a particular actor) in a way similar to examining an email threat. The CIF Server consists of a few 

different modules including csirtg-fm, cif-worker, cif-router, cif-enricher, and ElasticSearch. The csirtg-

fm module has two primary capabilities: to fetch files using http(s) to/ from the local file system, and 

to parse files using YAML Ain't Markup Language to parse regex, JSON, eXtensible Markup Language 

(XML), CSV, RSS, HTML and plain text files. Moreover, the cif-worker module helps the CIF extract 

additional intelligence from collected threat data, the cif-router module provides a ZMQ broker, the 

cif-enricher is responsible for enriching incoming intelligence with additional information like 

geolocation or FQDN, while the ElasticSearch module is a data Warehouse for storing (meta)data for 

intrusions. Finally, all stored CTI is accessible through CIF’s REST API, which is built upon Swagger. 

                                                           
51 http://gosint.readthedocs.io/en/latest/  
52 http://www.opentaxii.org/en/stable/  
53 https://csirtgadgets.com/ and https://github.com/csirtgadgets  

https://github.com/yeti-platform/yeti
http://gosint.readthedocs.io/en/latest/
http://www.opentaxii.org/en/stable/
https://csirtgadgets.com/
https://github.com/csirtgadgets
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3.2.1.7 General and technical attributes of platforms 

First, we extract from the above sections and present some key characteristics of the documented 

sharing platforms in the table below to allow for direct comparison. 

Table 13. CTI platforms’ key characteristics 

 
MISP OpenCTI GOSINT Yeti OpenTAXII CIF 

Indicative 

Characteristics 

● Collecting 

● Exchanging 

● Making 

correlations 

● Importing 

● Exporting 

● Collecting 

● Organising 

(reports, 

knowledge) 

● Repository 

● Importing 

● Exporting 

● Collecting 

● Processing 

● Exporting 

high IoCs 

intrusions 

● Organising 

(objects, 

knowledge) 

● Repository 

● Managing 

● Repository 

● Managing 

● Exchanging 

(services/ 

messages) 

● Exchange and 

mimic data 

and 

metadata 

● Managing 

● Sharing 

● Importing 

● Exporting 

Objects 

attributes/ 

observables 

MISP attribute 

type 

Converted to 

STIX2 

 

N/A Class of 

observables 

(Nodes) 

N/A ● Managing 

objects/ 

business 

processes 

ops (CIF-

Feeds) 

● Command 

line tool to 

query for 

observables, 

to generate 

data feeds 

and to 

submit data. 

Format (Schema) JSON JSON provided 

by STIX 

Go based on 

JSON providing 

by STIX 

Python based 

on JSON 

Python based 

on JSON 

providing by 

STIX 

JSON 

GitHub Yes Yes Yes Yes Yes Yes 
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MISP OpenCTI GOSINT Yeti OpenTAXII CIF 

How platforms 

face Actors 

Clusters are big 

objects 

handled by 

MISP GALAXY 

Recognise 

pattern having 

Sources of 

threat 

intelligence 

Recognise 

pattern having 

Sources of 

threat 

intelligence 

Yeti is a proof 

of TAXII that 

supports the 

Inbox, Poll and 

Discovery 

services 

defined by the 

TAXII Services 

Specification 

Recognise 

pattern having 

Sources of 

Threat 

Intelligence 

● Recognise 

pattern 

having 

Sources of 

CTI 

● The CIF SDK 

for Python 

contains 

library code 

to allow devs 

build 

applications 

using CIF 

Formats/ 

documentations 

related to other 

sections 

● STIX 

● TAXII 

● OpenIoC 

● Others 

STIX 

 

● STIX 

● OPENIoC 

● CYBOX 

● OPENIoC 

● IODEF 

● IDMEF 

● STIX 

● TAXII 

● CAPEC 

● IODEF 

● IDMEF 

● MAEC 

● OPENC2 

● STIX 2.0 

● TAXII 

● VERIS 

STIX 

 

3.2.1.8 CTI platforms’ compliance 

In addition to the above, the following table illustrates the ability of the CTI sharing platforms to meet 

several characteristics required in FORESIGHT, namely, Interoperability, Expressiveness, Flexibility, 

Extensibility, Automation support, and whether there are Human or Machine-readable interfaces. 

Table 14. CTI platforms’ compliance against requirements 

 
MISP OpenCTI GOSINT Yeti OpenTAXII CIF 

Interoperability ● IDS 

● SIEM 

● STIX  

● OpenIoC 

● MISPs 

● HTTP API 

● HTTP 

● TAXII 

● MISP 

● OpenCTI 

● HTTP API 

● HTTP 

● CTI 

frameworks 

● Data sources 

● STIX 

● TAXII 

● Back-end 

services 

● CRITs 

● MISP 

● Directly into 

log mgmt. 

systems 

● SIEM 

● STIX 2.0/1.x 

● TAXII 

● OpenIoC 

● VERIS 

● HTTP 

● HTTP API 

● CTI 

frameworks 

● Data sources 

● STIX 

● TAXII 

● TAXII 

Transfer Unit 

(TTU) 

● TAXII 

Message 

Handler 

(TMH) 

● Back-end 

services 

● HTTP API 

● Sources and 

frameworks 

of CTI 

● STIX 

● HTTP API 

● HTTP 
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MISP OpenCTI GOSINT Yeti OpenTAXII CIF 

Expressiveness ● Intelligence 

vocabularies 

(MISP galaxy) 

● MITRE 

ATT&CK 

● Draft 

documents 

● Training 

materials 

● Gitter chat 

● Taxonomies 

● Unified 

repository 

● GraphQL (API) 

querying 

● Draft 

document 

● MITRE 

ATT&CK 

● Draft 

documents, 

specifications 

● Lexicons or 

other 

● Artifacts 

● Unified 

repository 

● Web API to 

automate 

queries 

Repository of 

treats 

Intelligence 

vocabularies 

(CIF-feeds) 

Flexibility ● Free text 

import tool 

● Adjustable 

taxonomy 

● Own 

classification 

schemes, 

existing 

taxonomies 

● The 

taxonomy 

can be local 

to your own 

MISP 

● Connectors 

with 

numerous CTI 

tools and 

platforms 

● The deriving 

CTI from the 

integrated 

sources is 

converted to 

STIX2 and 

inserted on 

the OpenCTI 

platform 

 

● IODEF 

● IDMEF 

● Wide array of 

different 

sources 

● MISP 

instances, 

● Malware 

trackers, 

● XML feeds 

● JSON feeds 

Big range of 

data and a big 

range of data 

references 

● Adds data 

gathered 

from threats 

in the 

repository as 

feeds for 

further 

analysis 

● YAML rules 

and statistical 

analysis of 

stored CTI, to 

realize the 

CTI data 

types. 

 

Extensibility MISP objects in 

addition to 

MISP attributes 

to allow 

advanced 

combination 

● External 

sources 

● Allows the 

creation of 

custom 

connectors 

that can 

convert CTI to 

STIX2. 

● External 

sources 

● URLs 

● APIs/Adhoc 

● External text 

External 

sources 

● Persistence 

layer 

(extendable 

Persistence 

API) 

● Authenticatio

n layer 

(extendable 

Authenticatio

n API) 

External 

sources 
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MISP OpenCTI GOSINT Yeti OpenTAXII CIF 

Automation ● Automation 

supported 

● New data 

added MISP 

correlated 

with other 

observables 

and 

indicators 

● Automation 

supported 

● Knowledge 

relationships 

can be 

inferred 

● Automation 

supported 

● Ad Hoc Input 

option. 

● Capacity to 

automatically 

enrich 

observables 

(e.g., resolve 

domains, 

geolocate 

IPs) 

● Automation 

supported 

● Automation 

to queries 

● Automation 

supported 

● Forms of 

automated 

reporting and 

mitigation 

services 

● Automation 

supported 

Human / 

machine 

readable 

Human/ 

machine 

readable 

Human / 

machine 

readable 

Human / 

machine 

readable 

Provides an 

interface for 

humans (shiny 

Bootstrap-

based UI) and 

one for 

machines (web 

API). 

Provides 

machine-

readable threat 

intelligence, in 

an optimised 

manner 

Human / 

machine 

readable 

 

The above tables indicate technical and general characteristics of the six referred platforms, in order 

to be compared. An observed outcome deriving from the comparison of the CTI sharing tools and 

platforms is the adoption of a common framework. STIX and TAXII (usually combined) are two of the 

most used standards in the CTI sharing paradigm. Moreover, significant and useful characteristics for 

selecting a platform are referred below: 

 Threat feeds themselves are not intelligent. Applying contextual details and tools makes them 

efficient. Thus, the process of applying contextual details on the feeds must be prioritised 

where possible. 

 Capability to interact automatically, this capability gained by HTTP APIs. Every platform has 

HTTP APIs that could automatically connect with providing sources. 

3.2.1.9 MISP platform 

Benefits: 

 Organised repository: MISP GALAXY (big objects / complex data), taxonomies, MITRE ATT&CK 

 Organised community for chatting: Gitter Community 

 Helpful documentation: Draft documents, Training material 

 Opportunity for added tools: Free text import tool 

 Creativity: Already applied and suggested data models, opportunity to make your own models 

 Irrelevant information: organised GitHub, full information on internet 

Highlights: The MISP platform is fully organised and the range of potential users can be developers or 

even non-technical individuals, providing materials for stand-alone learning. It is very flexible and can 

be extended, while also supporting automation. The information in the database can be extended by 
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external sources while its functionality can be extended by integrating with third-party tools; it is both 

human and machine readable. It can make correlations between observables and attributes. An 

interesting characteristic is the ability to use data models created by the MISP community. 

Drawbacks: No drawbacks have been identified. 

3.2.1.10 OpenCTI platform  

Benefits: 

 Organised repository: Knowledge entries (CTI threats, arsenal and entities), MITRE ATT&CK 

 Organised community for chatting: Slack channel 

 Expanding integration support for platforms and tools: Connectors 

Highlights: OpenCTI allows for the integration of CTI from a plethora of sources, into a single unified 

and organised repository. Furthermore, it enables users to match CT knowledge (like entities, TTPs, 

threat groups, etc.), with existing CTI reports, enriching the CTI content encompassed at first by the 

reports themselves. Moreover, it provides a user-friendly UI to facilitate the correlation of CT 

knowledge, while also automatically inferring additional relations, using the rule-based techniques, 

provided by Grakn. Finally, through customisable dashboards, users are able to visualise affected 

entities, CTI reports and knowledge relations to entities, indicators and observables, with respect to 

their interests. 

Drawbacks: Currently, OpenCTI is under heavy development, as mentioned in the project’s GitHub 

page (https://github.com/OpenCTI-Platform/opencti#status--bugs), and may contain bugs. 

Additionally, the project’s documentation is inefficient, since various pages are still under 

development. 

3.2.1.11 GOSINT platform  

Benefits: 

 Organised repository: taxonomies, alert data, intrusions 

 Helpful documentation: Draft documents, Lexicons, Artifacts 

 Organised community for chatting: GOSINT community 

Highlights: GOSINT has an organised repository, a managing system and can export data. Its database 

can also be extended by external sources (URL, TEXT, ADHOC). The platform has a community that 

applies research from third parties to user event data to identify similar or identical indicators of 

malicious behaviour. It supports automation and is both human and machine readable. 

Drawbacks: Does not provide up-to-date versions of the software. Package managers may name 

packages differently depending on the specific package manager. 

3.2.1.12 YETI platform  

Benefits: 

 Organised repository: XMLfeeds, JSONfeeds, taxonomies 

 Organised community: Yeti GitHub Community 

 Helpful documentation: MISP instances 

https://github.com/OpenCTI-Platform/opencti%23status--bugs


 D9.3 Information gathering and sharing modules (I) 

© 2021 FORESIGHT  Horizon 2020 | SU-DSS01-2018 | 833673 

57 

Highlights: Yeti has an organised repository, is very flexible, extensible, and provides automation 

support. It Is both human and machine readable. Yeti’s goal is to be turned it into a self-sustainable 

project, where not only the core developers but the whole community can help out when needed (not 

achieved yet). For that reason, all communications are handled centrally on GitHub (via GitHub issues). 

Drawbacks: Does not provide tools for the creation of incident attacks. Does not make correlations 

between observable and attributes. 

3.2.1.13 OpenTAXII 

Benefits: 

 Organised Repository: references, data and metadata of threats, mitigation actions 

Highlights: It is assumed that OpenTAXII has an organised repository and managing system that can 

also mimic already known cases and threats. It is flexible and extendable since it is providing machine-

readable threat intelligence, possibility of layer extension, source intelligent extension and allows the 

extension of the API for the purposes of automation. 

Drawbacks: Does not provide tools for the creation of incident attacks. 

3.2.1.14 CIF 

Benefits: 

 Organised repository: CIF intelligence vocabularies (CIF-feeds), Combination of malicious 

threats 

Highlights: CIF has an organised repository and managing system. It also offers data exporting facilities. 

It provides combination of malicious threats and utilises that information for identification (incident 

response), detection (IDS) and mitigation (null route).  CIF can be extended by indicators of malicious 

behaviour, automation supported, and human / machine readable. It also provides automation 

support.   Finally, it is both human and machine readable. 

Drawbacks: Only observed threats (such as IPs). 

3.2.2 CTI platforms’ scoring 

Based on the above discussion, we can proceed to map in simple manner the extent to which each CTI 

platform fulfil general requirements for a CTI sharing platform which are: 

 To provide a sharing mechanism (and platform) should allow for a sufficient level of 

expressibility, flexibility, and scalability. 

 The sharing mechanism (and platform) should allow information to be both human and 

machine readable and facilitate automation. 

A score value of ‘1’ (respectively ‘2’) suggests that the specific property is present to a satisfying 

(respectively high) level, or ‘-’ to indicate that it is not. 

Table 15. CTI platforms’ scoring 

 
MISP OpenCTI GOSINT Yeti OpenTAXII CIF 

Interoperability 2 2 2 1 2 1 
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MISP OpenCTI GOSINT Yeti OpenTAXII CIF 

Expressiveness 2 2 1 1 1 1 

Flexibility 2 1 1 2 1 2 

Extensibility 2 2 2 1 2 1 

Automation 2 2 2 2 2 2 

Human / machine 
readable 

2 2 2 2 1 2 

Overall score 12 11 10 9 9 9 

 

All platforms support a number of the current standards (as shown in Table 14 and Table 15), where 

STIX is the bottom line. It is clear from the above comparison that MISP and GOSINT are taking the lead 

in platforms’ race; we selected the MISP sharing platform. The details behind our selection are 

presented in the following section. 

3.2.3 Selection of MISP sharing platform 

Based on the analysis presented in Section 3.2.1.7, although all tools support STIX, the choice of MISP 

as the sharing platform to use in the FORESIGHT project has considerable advantages (see next table) 

compared to other alternatives (and primarily GOSINT that also covers our requirements to a good 

extent). 

Table 16. Strengths and weaknesses of the CTI sharing platforms 

 
MISP OpenCTI GOSINT Yeti OPENTAXII CIF 

Strengths ● Able to use the 

IoCs and 

information to 

detect and 

prevent attacks or 

threats against ICT 

infrastructures 

● Incident handling 

● Available threat 

models 

● Creation of your 

own models 

● Sensitivity 

designation 

● Very active 

support by MISP 

community 

● Able to gather 

CTI from over 

20 tools and 

platforms, 

unifying them 

in a single 

repository 

● Incident 

handling 

● Automatic 

enrichment of 

CTI with 

additional 

knowledge 

● Able to 

collect and 

standardise 

structured 

and 

unstructured 

CTI 

● Enriched 

alert data 

● Indicator 

quality, 

through 

indicator 

judging 

● No limit to 

the number 

of indicator 

sources 

● Has a powerful 

repository of 

threats. 

● Many tools to 

support the 

manipulation of 

stored data. 

● API automation 

● Big 

repository 

containing 

by data and 

metadata 

of simple 

or 

combined 

intrusions 

● API 

automation 

API 

automation  
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MISP OpenCTI GOSINT Yeti OPENTAXII CIF 

Weaknesses N/A ● Currently under 

development, 

may contain 

bugs. 

● Documentation 

is still 

inefficient. 

● At some point, 

the write 

performances 

may be limited 

by the 

throughput of 

the database 

(ElasticSearch) 

● Does not 

provide up-

to-date 

versions of 

the software 

● Package 

managers 

may name 

packages 

differently 

Does not provide 

tools for creation 

of incident attack. 

Does not 

provide tools 

for creation 

of incident 

attack. 

Only 

observed 

threats 

(such as 

IPs) 

 

A number of key strengths and weaknesses for each platform are illustrated in Table 16. Apart from 

meeting our requirements, MISP also allows to designate the sensitivity or classification level of 

information by means of protocols like the traffic light protocol (TLP), something that is relevant to the 

project as privacy issues need also be taken into account. In addition, MISP enjoys a very strong and 

active community of supporters, from the private sector, public bodies, and other organisations, that 

keeps extending and improving its functionality (e.g., by creating a series of data models). This list 

includes a continuously growing number of CERTs, CSIRTs, etc., such as CIRCL, CERT-BW, GOVCERT.LU, 

NorCERT, MIL.be, defCERTNL, NCI (NATO Communications and Information) Agency. Due to the above 

reasons, MISP not only meets our requirements, but also shows a good promise to allow the 

FORESIGHT platform to contribute to the MISP community by sharing CTI data. 

3.2.4 MISP sharing platform and configurations 

The extracted CTI from both the internal and the external sources is stored into the MISP sharing 

platform. To contextualise the collected information, instead of simply storing them into MISP, the 

appropriate MISP data objects are used.  

The MISP objects that are utilised in the current version of the Information Sharing module are 

presented in Table 17. 

Table 17. MISP objects utilised 

MISP Object Object description Attributes 

Vulnerability Vulnerability object describing a common 
vulnerability enumeration which can describe 
published, unpublished, under review or embargo 
vulnerability for software, equipment or hardware. 

 ID 

 Description 

 Created (datetime) 

 CVSS-score 

 CVSS-string 

 Modified 

 Published 
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 External references 
(multiple) 

 CPEs (multiple) 

Weakness Weakness object describing a common weakness 
enumeration which can describe usable, 
incomplete, draft or deprecated weakness for 
software, equipment of hardware. 

 ID 

 Name 

 Description 

 

Exploit-poc Exploit-poc object describing a proof of concept or 
exploit of a vulnerability. This object has often a 
relationship with a vulnerability object. 

 Author 

 Description 

 PoC 

 References 

Twitter post Twitter post (tweet) Total number of tweets 
discussing about the 
specific CVE. 

 

MISP supports the storage of the extracted CTI as events. Currently, the main events, as well as the 

objects that are used in each event, are presented below. 

Table 18. Event types stored in MISP 

Event Description Objects used 

CVEs Events generated for each CVE published  Vulnerability 

 Weakness 

 Exploit-poc 

 Twitter post 

CERT feeds Events that contain CERT feeds about 
ongoing attacks or CERT alerts 

 Vulnerability* 

Alerts from 
honeypots 

Alerts generated from honeypots  Vulnerability 

 

Web pages from the 
surface and the dark 
web 

Web pages from the surface and the dark 
web  

 Vulnerability* 

Forum posts Web pages from forums  Vulnerability* 

 

*In the case of CERT feeds, web pages from the surface and the dark web, and forums, the vulnerability 

object is used because it was found the most appropriate from the ones provided by MISP. The text of 

the vulnerability contains the text included in each sources. If this text discusses about a specific CVE-

id, then the id attribute to the vulnerability object is filled with this value. 
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Additionally, tags were assigned into each event stored in MISP, based on the ones extracted from the 

Information Gathering module. As discussed in Section 2.2.3.2.1, we utilised the CIRCL taxonomy54 

based on the needs of the FORESIGHT project as well as since it provides a mapping to the ENISA threat 

taxonomy [48]. 

3.2.4.1 Data correlation and enrichment 

The Information Gathering module collects data from different sources and extracts the intelligence 

from them, which, in some cases, can refer to the same vulnerabilities and/or threats. Thus, part of 

the CTI extraction process is the correlation among the collected data coming from different sources 

in order to enrich the collected information about specific vulnerabilities and threats by combing all 

the collected intelligence from different sources. 

Through correlations, relationships between attributes and indicators from malware, attacks 

campaigns or analysis are extracted. This intelligence can be very useful in the case of mapping 

different TTPs used by the same threat actors so that more advanced scenarios can be dynamically 

generated by the FORESIGHT platform. 

MISP comes with a correlation engine that finds simple correlations between attributes as well as more 

advanced correlations like Fuzzy hashing correlation (e.g., ssdeep) for calculating the similarities 

between files or CIDR block matching (to identify correlations between events based on the CIDR 

blocks that the IPs of the events belong to).  

In the current version of the tool, the correlations that are supported by MISP are utilised. However, 

existing correlation techniques do not allow the correlation of intelligence about attackers that is high 

in the Pyramid of Pain (i.e., it requires a lot of effort from the attackers to change). This information 

can more consistently correlate behaviours of attackers shown in different attacks. Thus, in the next 

version of the tool (presented in D9.7), advanced correlation techniques that are based on machine 

learning for the identification of relations among the data will be developed to allow such correlations. 

Next, we present the high-level and data centric architectural of the Information Sharing module, the 

technology stack, and the REST endpoints and User Interfaces. 

3.3 Architectural aspects 

In this section we present the high-level and data-centric architecture of the Information Sharing 

module, and its technology stack. 

3.3.1 Application architecture 

3.3.1.1 High-level architecture 

The high-level architecture of the Information Sharing module is presented below: 

                                                           
54 https://github.com/MISP/misp-taxonomies/blob/main/circl/machinetag.json  

https://github.com/MISP/misp-taxonomies/blob/main/circl/machinetag.json
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Figure 10. High-level architecture of the Information Sharing module 

The Information Sharing module receives, correlates, and stores the data from the Information 

Gathering module. Additionally, it correlates those data using advanced correlation techniques. The 

Information Sharing module shares the data among three FORESIGHT modules: the Threat Forecasting 

module, the Dynamic Scenario Creation module, and the Innovative Curricula module. 

3.3.1.2 Data-centric architecture 

Data are received from the Information Gathering module and shared through the Information Sharing 

module to the following modules: 

 Threat Forecast module: data including information about threats and vulnerabilities. Such 

data can be used to forecast future threats. 

 Dynamic Scenario Generation module: data including information about vulnerabilities and 

threats. These data include information that can be used for the generation of vulnerable 

machines as well as training scenarios dynamically. 

 Innovative Curricula module: includes information about vulnerabilities and threats that can 

be used as part of the curricula. 

The communication and data exchanged are depicted below. 
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Figure 11. Data-centric architecture of the Information Sharing module 

To store all the necessary information in a standardised format for sharing, the data model of the MISP 

platform is utilised55.  

3.3.2 Technology stack 

In order for the Information Sharing module to store, correlate, and share in a secure way the CTI 

extracted from the Information Gathering module the following technologies are needed. 

Table 19 - Summary of the technologies used in the Information Sharing module 

Tool Details 

MISP 

https://www.misp-project.org/ 

 

A threat intelligence platform for gathering, correlating, 
storing, and sharing Indicators of Compromise of targeted 
attacks, threat intelligence, financial fraud information, 
vulnerability information or even counter-terrorism 
information. 

Python 

https://www.python.org/ 

 

Python is an interpreted, high-level and general-purpose 
programming language. Python has an object-oriented 
approach and was used for the development of the backend of 
the IG module. 

 

3.4 Interfaces 

                                                           
55 https://www.misp-project.org/datamodels/  

https://www.misp-project.org/
https://www.python.org/
https://www.misp-project.org/datamodels/
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3.4.1 Application programming interfaces 

3.4.1.1 REST endpoints 

In the following table we present the currently supported REST API calls by the Information Sharing 

module. 

Table 20. The REST API calls supported by the IS module 

# REST Endpoint Description REQ_ID and 
Use Cases 

1 GET /events Get all events stored in MISP. Retrieved events 
contain the information about the events, and their 
correlations. 

REQ-155, 
REQ-205, 
REQ-206 

UC-F-06,  
UC-F-08 

2 GET 
/events/restSearch/download
/value 

Perform keyword search on the events that are 
stored in MISP Retrieved events contain the 
information about the events and their correlations. 

REQ-155, 
REQ-205, 
REQ-206 

UC-F-06,  
UC-F-08 

3 GET 
/events/restSearch/download
/null/null/null/null/null/null/
date_1/date_2/ 

Get all the events between two dates stored in MISP 
Retrieved events contain the information about the 
events and their correlations. 

REQ-155, 
REQ-205, 
REQ-206 

UC-F-06,  
UC-F-08 

4 POST /events Add a new event. The data of the event should be in 
a json format and added as parameter to the POST 
request. 

REQ-156, 
REQ-157 

UC-F-07 

 

3.4.1.2 Data messages 

The Information Sharing module receives data from the Information Gathering module and sends data 

to the Threat Forecast module, the Dynamic Scenario Generation module, and the Innovative Curricula 

module. 

The data that are received by the Information Gathering module have been presented in Section 

2.4.1.2. The data that are sent to the modules follow a similar format which is presented below. 

{"response": [ 
    { 
        "Event": { 
             "id": "…", 
              "date": "2020-08-14", 
         … 
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     },{ 
        "Event": { 
             "id": "…", 
              "date": "2020-08-14", 
     } 
]     

 

3.4.2 User Interfaces 

The Information Sharing module is responsible for storing and sharing the collected data as well as 

their correlations. The Information Sharing UI is based on the MISP threat intelligence sharing platform 

and is used to visualise the collected information as well as their correlations. The MISP’s information 

sharing UI provides several functionalities. Below we present the two main functionalities for the 

project that the UI will allow: (i) the listing of all the collected events and the searching for a specific 

event, and (ii) the presentation of all the data from a specific event as well as the correlations among 

this and other events. For the full functionalities of the MISP GUI you can refer to MISP’s User Guide56. 

The Information Sharing UI is presented in and consists of: 

   the top bar that contains all accessible functions as a series of dropdown menus; 

   the side menu area that includes the main functionalities; and 

  the area where the data are presented. 

 

 

Figure 12. Information Sharing Module – Main Screen 

 

Event lists 

                                                           
56 https://www.circl.lu/doc/misp/book.pdf  

https://www.circl.lu/doc/misp/book.pdf
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The Events list page (Figure 13) is the initial page that users are redirected to after logging in. This page 

allows a user to view all the collected events or search for a specific event.  

To search for a specific event, the user has to input the keywords in the search field circled in Figure 

13 and to view a specific event the user can click on the  icon present in the end of each event. 

 

Figure 13. Information Sharing Module – Events List 

 

Event data and correlations 

The event page displays all the data related to a specific event as well as its correlation. 

The Information Sharing’ event page is presented in Figure 14 and consists of: 

  the general information about the event; 

  additional information of the event (shown minimised below - the cross next to each of 

those fields can be used to expand those data); and 

   the area where a list of the related events is presented. 
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Figure 14. Information Sharing Module – Main Information of an Event 

An indicative example of the additional data collected and their correlations are presented in Figure 

15 and Figure 16, respectively. 

 

Figure 15. Information Sharing Module – Event attributes 

 

 

Figure 16. Information Sharing Module – Correlations graph 
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4 Unit testing approach 

Unit testing is the process of testing individual units or components of a product to validate that each 

unit of the product performs as expected. These units can be individual functions, methods, 

procedures, modules, or objects. Unit tests isolate a section of code and verify its correctness.  

In this deliverable, unit tests were performed on the Information Gathering and Information Sharing 

modules by testing the following layers: REST API layer, service layer, domain layer, and persistence 

layer. 

Next, we present what each layer’s test include and test use cases that we performed. 

4.1 Unit testing per layer 

4.1.1 Unit tests for the REST API layer 

The REST API from the IG module has been built from scratch while the REST API for the IS module is 

based on MISP threat intelligence sharing platform API. Therefore, the REST API for the IG module 

requires thoroughly testing while the REST API for the Information sharing module does not, since 

MISP is a well-tested platform. 

4.1.2 Unit tests for the service layer 

In this layer, the functionality of the Information Gathering and Information Sharing modules are 

tested. For this layer, we test whether the correct operations are performed when valid data are used 

as input for each module, as well as the correct errors are generated when invalid data are used as 

input. For that, any dependency to external services and data repositories are mocked, using pre-

determined data. 

4.1.3 Unit tests for the domain layer 

In this layer, the methods of each module that can be packed within a single component with high 

cohesion are tested. For that, the dependencies inside the Information Gathering and Information 

Sharing modules are not mocked. However, dependencies to other (external) modules are mocked. 

4.1.4 Unit tests for the persistence layer 

In this layer, each methods of the module are tested in isolation from the other parts of a module 

without requiring additional information. 

4.2 Test cases and requirements 

In this section, the unit test cases for the IG and IS modules are presented along with the respective 

functional and non-functional requirements that have been presented in Section 2.1.2.1 of this 

document. For the test cases that can be executed, the results are presented. 

4.2.1 Information Gathering module 

The test cases for the Information Gathering module that are presented below are based on the 

requirements described in D2.4. 



 D9.3 Information gathering and sharing modules (I) 

© 2021 FORESIGHT  Horizon 2020 | SU-DSS01-2018 | 833673 

69 

Test Case ID IG-01 Module Add new source 

Description A user wants to see the sources that have been gathered or are currently being 

monitored 

Req ID(s) Req-087 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-

condition(s) 

 The FORESIGHT platform is up and running. 

Test steps 

1 User logs in to the system 

2 User navigates to the Information Gathering UI 

Input 

data 

- 

Result List of the monitored sources 

Test 

Result 

 

 

Test Case ID IG-02 Module Add new source 

Description A user wants to add a new source to be crawled or monitored 

Req ID(s) Req-087 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-

condition(s) 

 The FORESIGHT platform is up and running. 
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 There is at least one new source that a user wants to add to the system for 

monitoring/crawling. 

Test steps 

1 User logs in to the system 

2 User navigates to the Information Gathering UI 

3 User adds a new source to be crawled or monitored 

4 User adds additional information for that source (i.e., type of the source) 

Input 

data 

 Source 

 Type and configurations for that source 

Result The new source is shown in the Information Gathering UI 

Test 

Result 

 

 

Test Case ID IG-03 Module Gather data from external 

(online) sources 

Description The Information Gathering module gathers data from online sources, including 

CERT feeds, vulnerability databases, social media, forums and web pages of 

interest from the surface and the dark web. 

Req ID(s) Req-145, Req-147, 

Req-148, Req-149, 

Req-151, Req-152, 

Req-153, Req-154 

Priority High 

Prepared by CERTH Tested by CERTH 
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Pre-

condition(s) 

 The FORESIGHT platform is up and running 

 At least one source has been added to the system 

Test steps 

1 The system periodically checks the current sources of interest 

2 The system downloads any new available content 

Input 

data 

- 

Result Data are collected and shown in the Information Sharing UI 

Test 

Result 

 

 

Test Case ID IG-04 Module Gather data from internal 

sources 

Description The Information Gathering module gathers data from internal sources 

Req ID(s) Req-146 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-condition(s)  The platform is up and running. 

 The platform has been connected with one or more machines/honeypots 

Test steps 

1 The system periodically (i.e., every few seconds) checks the internal sources for new log 

data 

2 The system collects new data 

Input data - 

Result Data are collected from the internal sources 

Test Result Collected logs are stored in the Information Gathering module 
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Test Case ID IG-04 Module Gather online content in an 

evasive way 

Description The Information Gathering module gathers data in an evasive way (i.e., by 

avoid being detected as a web bot) 

Req ID(s) Req-144 Priority Medium 

Prepared by CERTH Tested by CERTH 

Pre-condition(s)  The FORESIGHT platform is up and running 

 At least one source has been added to the system with the evasive crawling 

mode enabled 

Test steps 

1 The system periodically checks the current sources of interest with the “evasive content 

gathering” flag enabled 

2 The system collects new available content in a humanlike manner from these sources 

Input data - 

Result The web bot evades detection when tested on an internal test web server that 

utilises state-of-the-art web bot detection techniques 

Test Result Data are collected 

 

Test Case ID IG-05 Module Extract CTI 

Description The Information Gathering module extracts CTI from data collected from the 

internal sources 

Req ID(s) Req-150 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-condition(s)  The FORESIGHT platform is up and running 

 New data has been collected from the internal sources 

Test steps 

1 New data are collected from the internal sources 

2 CTI is extracted from those data 

Input data Data collected from the internal sources 

Result The CTI that are extracted from the collected data 

Test Result Based on the input data, different entities are extracted (e.g., vulnerabilities, target 

software, TTPs, PoCs, etc.). 
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Test Case ID IG-06 Module Extract CTI 

Description The Information Gathering module extracts CTI from data collected from the 

external sources 

Req ID(s) Req-150 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-condition(s)  The FORESIGHT platform is up and running 

 New data has been collected from the external sources 

Test steps 

1 New data are collected from the external sources 

2 CTI is extracted from those data 

Input data Data collected from the external sources 

Result The CTI that are extracted from the collected data 

Test Result Based on the input data, different entities are extracted (e.g., vulnerabilities, target 

software, TTPs, PoCs, etc.). 

 

4.2.2 Information Sharing module 

The test cases for the Information Sharing module that are presented below are based on the 

requirements described in D2.4. 

Test Case ID IS-01 Module Correlate data 

Description The Information Sharing module correlates data collected and extracted from 

the internal and external (online) sources 

Req ID(s) Req-155 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-condition(s)  The FORESIGHT platform is up and running 

 Data have been collected and the respective CTI has been extracted 

Test steps 

1 New data are collected 

2 The respective CTI is extracted 

3 Correlation engine runs and updates the correlations’ table 

Input data Data collected from the Information Gathering module and the respective CTI 

Result Data with correlations 
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Test 

Result 

 

 

Test Case ID IS-02 Module Secure storing Information 

Description A module stored data to the Information Sharing module in a secure way using 

the Information Sharing module’s API 

Req ID(s) Req-156, Req-157 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-condition(s)  The FORESIGHT platform is up and running 

 New data are available for storage to the Information Sharing module 

Test steps 

1 A module that wants to store data to the Information Sharing module through its API uses 

an authentication token 

Input data  Request with the authentication token 

 Data to be stored 

Result {"response": [{ 

    "Event": { 

        "id": "1405", 

        "orgc_id": "1", 

        "org_id": "1", 

        "date": "2021-03-20", 

        "threat_level_id": "1", 

        "info": “…” 

        … 

} 

Test Result The data are stored in the Information Sharing module 
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Test Case ID IS-03 Module Secure storing Information 

Description A module can access the data stored in the Information Sharing module in a 

secure way using the Information Sharing module’s API 

Req ID(s) Req-156, Req-157 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-condition(s)  The FORESIGHT platform is up and running 

 A module wants to access the collected data from the Information Sharing 

module 

Test steps 

1 A module that wants to access the collected data to the Information sharing module 

through its API uses an authentication token 

Input data Request with the authentication token 

Result Data from the Information Sharing module 

Test Result {"response": [{ 

    "Event": { 

        "id": "921", 

        "orgc_id": "1", 

        "org_id": "1", 

        "date": "2020-01-10", 

        "threat_level_id": "1", 

        "info": "AA20-010A : Continued Exploitation of Pulse Secure VPN Vulnerability", 

        "published": false, 

        "uuid": "bb666359-6be1-41e0-aee5-2fa4ccef9297", 

        "attribute_count": "5", 

… 

} 

 

Test Case ID IS-04 Module Secure storing Information 

Description A user wants to access the collected data of the Information Sharing module 

through the UI in a secure way 

Req ID(s) Req-156, Req-157 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-

condition(s) 

 The FORESIGHT platform is up and running 

 A user wants to access the collected data from the Information Sharing 

module 
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Test steps 

1 A user authenticates to the FORESIGHT platform 

2 A user navigates to the Information Sharing UI and access the data 

Input 

data 

- 

Result The user is able to access the collected data 

Test 

Result 

 

 

Test Case ID IS-03 Module Enrich information of 

malware and vulnerabilities 

Description Collected information about malware and vulnerabilities is correlated and 

enriched 

Req ID(s) Req-205, Req-206 Priority High 

Prepared by CERTH Tested by CERTH 

Pre-condition(s)  The FORESIGHT platform is up and running 

 Data about specific vulnerabilities and malware have been stored 

Test steps 

1 New data related to the already stored data of specific malware and vulnerabilities are 

collected  

2 These data are stored in the Information Sharing module and correlated with the already 

existing data 

Input data  Information about malware and vulnerabilities 

Result Correlated and enriched information about data and vulnerabilities 

Test Result Enriched information  
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Test Case ID IS-04 Module Visualise data 

Description The stored information and intelligence on the Information Sharing module are 

visualised 

Req ID(s) - Priority High 

Prepared by CERTH Tested by CERTH 

Pre-

condition(s) 

 The FORESIGHT platform is up and running 

 Data have been collected and the respective CTI has been extracted 

 

Test steps 

1 A user authenticates to the FORESIGHT platform 

2 A user navigates to the Information Sharing UI and access the data 

3 A user navigates to the data collected about a specific event 

Input 

data 

- 

Result The collected data about the specific event 

Test 

Result 
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5 Evaluation and validation 

5.1 Information Gathering module 

5.1.1 Information Gathering  

5.1.1.1 Internal sources 

When the evaluating of the use of honeypot solutions for the purpose of collecting information about 

vulnerabilities and threats, two things are should be considered: (i) how many unique IPs visited the 

honeypots, and (ii) whether these IPs are marked as malicious in online repositories. 

We performed some preliminary evaluations of two of the honeypots used by the Information 

Gathering module, the Dionaea and the Conpot. Additionally, we used the AbuseIPDB service57, a 

service that reports abusive IPs engaging in hacking attempts or other malicious behaviour. 

Two types of information provided by the AbuseIPDB were used: (i) the abuse confidence rating score, 

and (ii) the usage type that each IP is assigned to. The abuse confidence score represents how abusive 

the IP is based on the users that reported it. It is calculated based on the input of the users that 

reported this IP as malicious58. A confidence score of 100 means the IP in question is malicious, while 

a confidence score of 0 means that there is no reason to suspect this IP.  

To evaluate our honeypot solutions, we collected data from the Conpot honeypot for 19 days and for 

the Dionaea for four days. Since Conpot provides services that are ICS specific, it is being targeted less 

than the Dionaea.  

Next, we present the unique IPs connected to our honeypots. According to the documentation of 

AbuseIPDB59, a confidence score of 25% is considered a hard minimum for most applications, whilst 

75%-100% is the recommended range for denial of service. Therefore, besides the total number of 

unique IPs we also calculated the unique IPs when using a threshold of 25% (as the hard minimum), a 

threshold of 75% as the minimum of the denial of service range, and a threshold of 50% as an 

intermediate value between the hard minimum and the recommended range for denial of service. 

Table 21. Unique IPs connected to honeypots 

 Conpot (19 days) Dionaea (4 days) 

Unique IPs 121 1,868 

Unique IPs with score > 25% 115 (95%) 1,167 (62%) 

Unique IPs with score > 50% 113 (93%) 888 (48%) 

Unique IPs with score > 75% 111 (92%) 727 (39%) 

 

                                                           
57 https://www.abuseipdb.com/  
58 https://www.abuseipdb.com/faq.html#confidence  
59 https://docs.abuseipdb.com/?python#check-parameters 

https://www.abuseipdb.com/
https://www.abuseipdb.com/faq.html#confidence
https://docs.abuseipdb.com/?python#check-parameters
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Figure 17. Categorisation of unique IPs in Dionaea logs 

 

 

Figure 18. Categorisation of unique IPs in Conpot logs 

As expected, the Dionaea honeypot attracts more attacks due to the more generic nature of services 

it provides. On the contrary, Conpot had less visitors (even though more days were considered), since 

the services are more ICS oriented and thus it attracts more targeted attackers. Additionally, we see 

that most of the IPs that targeted the Conpot honeypot are known as malicious with high confidence 

score, while several of the ones targeted Dionaea are not known. This is something to be expected, 

since services offered by Dionaea are generic and thus attract more attackers, as opposed to the ones 

served by Conpot which are more related to the ICS domain. 

As we can see, the data collected from the combination of different types of honeypot solutions (i.e., 

generic and ICS related) contain sessions of different types of malicious actors. This information can 

be used to identify (new) attacks happening real-time from a plethora of malicious types of actors and 

to extract the TTPs used in those attacks for the extraction of the CTI (with the methods presented in 

Section 2.2.3.1). 
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5.1.1.2 External sources 

5.1.1.2.1 Web crawling 

Regarding the web crawling component, two things were evaluated, the text classifier utilised by the 

focused crawler, and the ability to evade detection that is based on the mouse movements performed 

(i.e., evasive crawling). 

5.1.1.2.1.1 Focused crawling 

In the following, we will present the evaluation procedure that we followed to validate our machine 

learning-based text classification module, which is the basis of our focused crawler. In particular, we 

measured and compared the performance of the classification with the two machine learning 

algorithms that we mentioned in Section 2.2.2.2.1 (focused crawling), SVM and Random Forest. In 

addition, we present the effect of some text pre-processing techniques which we experimentally 

added before the feature extraction stage. The evaluation is important because it gives us an indication 

of the performance of the focused crawler component, as well as guiding us to the use of an optimised 

classifier.  

The dataset used for the evaluation of the focused crawler consists of a total of 920 web pages from 

six cybersecurity-related, two technology-related and one generic news web site. The pages are 

collected either using the respective sitemaps or via crawling, always respecting the crawling policies, 

and a sample of them is finally used as the dataset for our training and evaluation processes. The 

documents were classified by the annotators in three classes. The first one contains the articles not 

related to cybersecurity, the second contains cybersecurity-related articles that are too generic to be 

of interest for our purposes, and the third one contains cybersecurity-related articles that we are 

interested in (i.e., those that contain information that can be used to extract CTI). More details about 

the dataset and the labelling process are given in Annex 8.1. 

We measured the performance of the classification using some commonly used metrics. Accuracy is 

the ratio of the total number of predicted cases that are correctly predicted by the classifier. The 

Precision of a specified category measures how many of the cases that are classified in this category 

actually belong to it. On the other hand, the Recall of a specified category measures how many of the 

examples that actually belong to this category are correctly classified by the classifier. In our case, we 

are especially interested in the precision and recall of the CTI-related.  

For the evaluation of a machine learning classifier, a widely used method is the k-fold cross validation, 

which involves splitting the dataset into k groups (folds) at random and, for each fold x, evaluating a 

model trained in all the data except from those in fold x, using the data of this particular fold. The 

performance scores are then summarised by their mean.  

When both hyper-parameter tuning and performance estimation (of the whole training process, 

including the machine learning algorithm and feature extraction) are to be done, then those are usually 

performed together in one single process that is known as nested cross-validation. In this process, the 

dataset is divided into k folds at random, each of the folds being used for the evaluation of the model 

that has been trained on all the data except from those in this fold, as in simple k-fold cross validation, 

but in this case each of those models have been tuned optimally (regarding their hyper-parameters) 

with an inner loop of splitting data, training and evaluating the performance of models with different 

hyper-parameter settings. The process of nested cross-validation, which we followed, is depicted in 
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Figure 19. In particular, the figure shows a process with five folds used for the outer loop (evaluation) 

and two used for the inner loops (hyper-parameter tuning). For our experiments, we used five folds 

for both the outer and the inner loops. In this case, the process is referred to as 5x5 nested cross-

validation.  

 

Figure 19. The nested cross-validation process. The picture is taken from [63]. 

In Table 22 we present the performance of the classification with Random Forest and SVM, estimated 

with the nested cross-validation process. In addition, we present the results of some pre-processing 

methods. Specifically, all mentioned IPs in the corpus are converted into a unique term 

(“mentioned_ip”) and all mentioned CVE ids (ids used for the reference of known cyber-security 

vulnerabilities) are converted into the term “mentioned_cve”. The first pre-processing technique will 

be referred to as “IP”, the second as “CVE” and we also included an experiment with a combination of 

them (”CVE + IP”). The intuition of the above techniques is to reduce the vocabulary, while also 

emphasising the importance of those domain-specific terms. Moreover, we experimented with 

stemming (“stem”), the removal of the terms that appear in the vast majority of documents (“top”), 

as well as with the removal of a list of stopwords provided by the nltk library (“stop”). The last two 

techniques rely on the intuition that totally removing the very frequent words from the vocabulary 

(instead of just using a term weighting scheme such as TF-IDF) may yield better results – depending on 

the dataset and the domain in question. For the removal of the most frequent terms, we used a 

threshold of 0.85, referring to the percentage of the documents where a term appears and above 

which the term is removed from the vocabulary. We have also experimented with a threshold of 0.9, 

but in this case very few terms were to be removed.   
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Table 22. Performance of the classification with the Random Forest and SVM algorithms and various pre-
processing procedures. The best result according to each metric is indicated with bold. 

 RF SVM 

 Acc. Prec. Recall Acc. Prec. Recall 

Base model 0.851 0.913 0.933 0.892 0.942 0.918 

+ CVE 0.855 0.899 0.942 0.892 0.942 0.918 

+ IP 0.858 0.911 0.945 0.893 0.942 0.921 

+ CVE + IP 0.851 0.883 0.933 0.891 0.942 0.915 

+ stem 0.842 0.933 0.904 0.898 0.954 0.921 

+ top 0.847 0.889 0.916 0.889 0.948 0.918 

+ stop 0.853 0.876 0.942 0.882 0.944 0.910 

+ stem + stop 0.842 0.899 0.918 0.89 0.946 0.927 

+ stem + top 0.851 0.911 0.939 0.899 0.951 0.924 

+ CVE + stem + stop 0.855 0.886 0.939 0.898 0.943 0.927 

+ CVE + stem + top 0.851 0.908 0.927 0.900 0.951 0.927 

+ IP + stem + stop 0.860 0.911 0.95 0.897 0.946 0.924 

+ IP + stem + top 0.838 0.916 0.892 0.898 0.951 0.921 

+ CVE + IP + stem + stop 0.850 0.901 0.93 0.897 0.946 0.924 

+ CVE + IP + stem + top 0.855 0.907 0.942 0.899 0.951 0.924 

 

The results indicate that the SVM algorithm outperforms Random Forest when the accuracy and 

precision of the CTI-related category are concerned, although the results are mixed when evaluating 

with the recall of this category. As far as pre-processing is concerned, stemming is producing 

improvements in the performance according to all metrics considered, when classification is 

performed with SVM. In general, the removal of the “top-words” is performing slightly better than the 

removal of the stop words. A pre-processing process that includes the CVE normalization method, 

stemming and the removal of the “top-words” yields the best results when combined with the SVM 

algorithm. Therefore, we use the model produced by this exact procedure in our focused crawler.  

5.1.1.2.1.2 Evasive content gathering 

To assess the evasiveness of the proposed content gathering module that utilises humanlike mouse 

movements while browsing, a set of experiments were performed.  

Evaluation methodology 
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The proposed approach for generating evasive web bots was evaluated on a testbed web server where 

sessions were generated by a closed set of participants. The purpose of this work was to see how well 

the web bots can evade detection based on the generated mouse movements.  

Two types of web bots are considered: (i) the simple web bots that present mouse movements which 

directly connect their current position with the position of the next hyperlink that they will follow, and 

(ii) the advanced web bots that perform mouse movements that were presented in Section 2.2.2.2.1 

(evasive crawling). Furthermore, the simple web bots perform mouse movements with “step” (i.e., the 

distance between each point/pixel that the mouse, when controlled by the web bot, hovers over) is 1, 

resulting in a continuous straight line, unlike advanced web bots and human users. 

Web bot detection framework 

To evaluate the effectiveness of the proposed evasive web bots, a web server equipped with a web 

bot detection framework was used. The web server hosted 61 web pages from 5 different 

categories/topics crawled from Wikipedia60. The number of pages was heuristically chosen with the 

objective of providing enough data for the visitors to read from.  

The detection framework utilises mouse movement trajectories for the detection of web bots, since 

this technique has proven to work very well in detecting web bots [37]. More specifically, the detection 

framework maps the mouse trajectories performed by the visitor on each web page into images that 

are then fed into a Convolutional Neural Network (CNN).To allow the collection of the mouse 

movements that visitors performed on each web page, a JavaScript file was embedded in each web 

page. This JavaScript file constantly stored locally the mouse movements that the visitor performed on 

each web page along with the respective timestamps and sends them back to the server periodically, 

every few seconds. 

These data are stored as a sequence and include all the points that the visitor performed mouse 

movements on, along with the respective timestamps. The mouse movements were collected in the 

form of sequences of {(x1, y1, t1), (x2, y2, t2), …, (xn, yn, tn)}, where xi and yi are the coordinates of the 

current mouse point, ti is the timestamp of when the mouse move was performed, and n is the total 

number of points over which the mouse hovered in each web page. Then, the data are grouped into 

sequences of mouse movements that each visitor performed on each web page in the format of {(x1, 

y1, dt1), (x2, y2, dt2), …, (xn-1, yn-1, dtn-1)}, where dti = ti+1 - ti (i.e., the total time the mouse stayed on the 

corresponding point). Since tn is the current time (and thus tn+1 is unknown), the last point in the 

sequence is (xn, yn, 0). Each sequence is presented as a 2-dimensional matrix where xi and yi correspond 

to the indexes of each element in the matrix and dti corresponds to its value. 

Inspired by the architecture used in a relevant study [37], as well as considering the nature and 

complexity of our problem (i.e., detecting line patterns) we chose the architecture presented in Table 

23. The CNN combines a series of Convolution and Max-pooling layers, using Rectified Linear Unit 

(ReLU) activation functions for the all the layers, except for the output layer, where the Softmax 

activation function was used. The Convolution layer creates a convolution kernel that is convolved with 

the layer input to produce a tensor of outputs. The Max-pooling layer downsamples the input 

representation by taking the maximum value over the window for each dimension. The activation 

functions of the nodes define the output of the nodes given an input or set of inputs. The window used 

                                                           
60 https://www.wikipedia.org/  

https://www.wikipedia.org/
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in both the Convolution and the Max-pooling layers is described as “kernel size” while the stride 

specifies how far the windows move. 

Table 23. Architecture for the detection of web bots based on their mouse trajectories 

Layer Type Kernel size / stride Output Shape Activation 

InputLayer - (480, 1320, 1) - 

Conv 3x3 / 2 (239, 659, 64) ReLU 

Conv 3x3 / 2 (119, 329, 64) ReLU 

M-Pool 4x4 / 4 (29, 82, 64) - 

Conv 3x3 / 3 (119, 329, 64) ReLU 

M-Pool 4x4 / 4 (29, 82, 64) - 

Flatten - (1920) - 

Dense - (2) Softmax 

 

For the implementation of this Deep Neural Network, the Keras61 Python library was used. 

Dataset 

The evasive web bots were evaluated on how well they can evade detection when crawling the pages 

of a web server. For that, 50 human sessions were generated by a closed set of participants. In each 

session, the participants visited the web server for an adequate (not predefined) period of time to 

generate sufficient data for our experiments. The resulting sessions had between 9-20 requests. There 

were no specific requirements regarding the number of requests. The only goal was to spend sufficient 

time browsing the server so that an adequate amount of data could be collected. Furthermore, since 

we evaluated our framework over the number of requests, there was no need for the users to perform 

a specific number of requests.  

The distribution of the total number of requests of the human sessions is presented in Figure 20. Each 

session was identified based on the PHP session id. Furthermore, we created 50 moderate and 50 

advanced web bot sessions that performed a similar number of requests with humans (i.e., a random 

number between 9 and 20 requests). 

                                                           
61 https://keras.io/   

https://keras.io/
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Figure 20. Dataset distribution 

The framework was evaluated on two datasets, (i) the D1 which contains the human sessions and the 

web bot that performed simple mouse movements, and (ii) the D2 which contains the human sessions 

and the advanced web bot. Furthermore, each dataset was split into 70% training and 30% testing for 

the evaluation of the framework, simulating a training and a testing period. The dataset details are 

presented in Table 24 in the format of x/y where x is the number of sessions and y is the total number 

of requests during these sessions. 

 

Table 24. Human, simple, and advanced web bot sessions and total requests (sessions/requests) 

 Humans 
Bots D1 

(humans + simple bots) 

D2 

(humans + adv. bots) Simple Advanced 

Train 35 / 456 35 / 431 35 / 527 70 / 887 70 / 983 

Test 15 / 172 15 / 196 15 / 239 30 / 368 30 / 411 

Total 50 / 628 50 / 627 50 / 766 100 / 1,255 100 / 1,394 

 

Results 

To evaluate our evasive web bots we calculated the (balanced) accuracy over the number of requests. 

For that we performed an iterative process where we initially considered only the first request in each 

session and gradually increased the number of requests considered. When a session reached the 

maximum number of requests available, we stopped increasing the number of requests considered for 

that session. The results are presented in Figure 21. 
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Figure 21. Accuracy over requests of the web bot detection framework 

 

As shown in Figure 21, the introduction of more advanced mouse movements increases the 

evasiveness of the web bots. However, the web bot detection framework still manages to detect the 

majority of those advanced web bots. This can be attributed to the fact that even though the proposed 

mouse trajectories are more “humanlike” than simple lines, they have a format that can be detected.  

Thus, web servers that utilise state-of-the-art web bot detection technique that examine visitors’ 

mouse movements can detect our evasive crawling modules and can deliver different content. This 

may result in not being able to collect the information about threats and vulnerabilities from such web 

pages. To allow the gathering of such content, in the next version of this deliverable, D9.7, more 

advanced techniques for the generation of mouse movements will be examined. 

5.1.2 Threat intelligence extraction 

5.1.2.1 Internal sources 

Rule based and machine learning based techniques are utilised for the extraction of CTI from the 

collected data from internal sources. For the rules provided by Wazuh and the generated ones, no 

evaluation was performed, since this is a deterministic process where for each log generated by the 

honeypots the respective rule is run. Next, we present the evaluation of the machine learning based 

techniques used. 

5.1.2.1.1 Machine learning based techniques 

For the machine learning based techniques, the first step in the CTI extraction process is the 

identification of the outliers to identify the attackers of interest (i.e., advanced attackers that follow 

advanced attack vectors) from the collected logs, so that additional CTI can be extracted from them 

including the TTPs of the attackers. Next, we present the evaluation of the outlier detection module. 

Outlier detection 

To evaluate the proposed approach, the same dataset that was collected from the honeypots and 

presented in Section 5.1.1.1 is used. 
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As described in Section 2.2.3.1.2, the Isolation Forest outlier detection algorithm was used. This 

algorithm requires two configuration inputs: a percentage of contamination and the number of the 

base estimators to be used. For that, we split the dataset into two sets, the train and the test, based 

on the time the requests arrived. 

Table 25. Sessions of honeypots 

 Conpot Dionaea 

Unique Sessions 229 (19 days) 2279 (4 days) 

Train sessions 115 (10 days) 1019 (2 days) 

Test sessions 114 (9 days) 1260 (2 days) 

 

After a qualitative evaluation on the training data, the contamination percentage was set to 0.4% for 

both honeypots and the number of estimators to 100.  

Below we present the total number of sessions found to have behaviours close to the behaviours of 

the majority of the sessions (called inliers) and the sessions that are found to diverge from the majority 

of behaviours (i.e., outliers). 

Table 26. Total number of inliers and outliers for the Conpot and Dionaea honeypots 

 Conpot Dionaea 

Inliers 101 1256 

Outliers 13 4 

As expected, there are more outliers in Conpot in comparison with Dionaea, since Conpot supports 

ICSspecific protocols (see Section 2.2.1.1.2) which attract more targeted attackers which present 

diverge behaviours. 

Next, we visualise the results for each honeypot using blue colour for the inliers and red colour for the 

outliers. For visualisation purposes, we performed a Principal Component Analysis (PCA) on the feature 

vectors [64], so that they can be presented in a 2-dimensional space.  
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Figure 22. Inliers and outliers for the Conpot honeypot 

 

 

Figure 23. Inliers and outliers for the Dionaea honeypot 

As we can see, the majority of sessions are located at the bottom left corner of the plots. This indicates 

that there are several sessions with repetitive and similar behaviours. After a manual investigation, we 

show that these sessions are most probably generated by automated scanning scripts. Additionally, as 

expected, we see that the attackers on Dionaea present more similar behaviours among them, as 

opposed to the ones from Conpot that present a more diverse behaviour. 

Additionally, even though several visitors are accessing honeypots, the majority of the sessions that 

they create present similar behaviours, since, as described above, they are generated by automated 

scanning scripts. Thus, to extract more valuable CTI from the collected data that targets active 

attackers instead of simple scanning scripts, sessions that are repetitive can be omitted.  

5.1.2.2 External sources 

Rule based and machine learning based techniques are utilised for the extraction of CTI from the 

collected data from external sources. Next, we present the evaluation of the techniques used. 

5.1.2.2.1 Rule based techniques 

To evaluate the proposed approach of keyword searching for the extraction of CTI presented in Section 

2.2.3.2.1, we created a database with almost 30k documents containing descriptions of CVEs collected 

from the National Vulnerability Database (NVD) as well as alert feeds from the US-CERT. Almost 50% 

of the collected documents were categorised into one or more categories from the CIRCL taxonomy. 

After a manual examination of the documents the results were as expected. The proposed approach 

along with additional techniques will be evaluated in depth in the next version of this deliverable, D9.7. 

Based on the results, the usage of such rule-based approaches is a viable solution for the categorisation 

of data into the CIRCL taxonomy that can also be used for the forecast of the categories of new 

emerging threats. This can be used by the trainers of the FORESIGHT platform when selecting the 

scenarios that thy will used so that they fall into the categories of threats that are predicted to emerge. 
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5.1.2.2.2 Machine learning based techniques 

As mentioned in Section 2.2.3.2.2, in the current version of the Information Gathering tool, NER 

techniques are utilised for the extraction of entities from the collected data as the first step in the CTI 

extraction process. Below we present the evaluation of the current tools utilised. 

Named Entity Recognition 

The entities to be extracted depend on the dataset to be used. In the current version of the module, 

we consider three class labels: entities, actions, and modifiers. To train and evaluate our models, the 

MalwareTextDB62 dataset was used. MalwareTextDB contains 39 Advanced Persistent Threat (APT) 

reports with a total of 6819 annotated sentences. This dataset was selected because its labels (i.e., 

entities, actions, and modifiers) are of interest to the FORESIGHT project (as discussed in Section 

2.2.3.2.2). To evaluate our framework, the dataset was split into three sets, the training set containing 

4434 sentences, the validation set containing 1071 sentences and the test set containing 1075 

sentences. 

We evaluated the utilised architecture, BidLSTM_CNN_CRF, using the GloVe-840b and the ELMo 

embeddings (see Section 2.2.3.2.2). To evaluate the modules the precision, recall, F1-score, and 

support standard metrics used in the NER problem. These were calculated for each type of label 

supported. Precision is the percentage of named entities found by the learning system that are correct. 

Recall is the percentage of named entities present in the corpus that are found by the system. F1-score 

is the harmonic mean of the precision and recall. Additionally, we calculated the average of all the 

evaluation metrics, where the contributions of all labels are aggregated to compute the average 

metric. All metrics were calculated at an entity-level, meaning that a named entity is correct only if it 

is an exact match of the corresponding entity in the data file. 

The performance of our module and some indicative examples are presented below. 

Table 27. BidLSTM_CNN_CRF with GloVe-840B 

 Precision Recall F1-score Support 

Action 0.631 0.6267 0.6288 884 

Entity 0.5416 0.5274 0.5344 1841 

Modifier 0.515 0.6628 0.5796 519 

All (micro avg) 0.5597 0.5761 0.5678 3244 

 

Table 28. BidLSTM_CNN_CRF with ELMo 

 Precision Recall F1-score Support 

Action 0.7983 0.5419 0.6456 884 

Entity 0.7398 0.5204 0.611 1841 

                                                           
62 https://www.aclweb.org/anthology/P17-1143/  

https://www.aclweb.org/anthology/P17-1143/
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Modifier 0.7442 0.5549 0.6358 519 

All (micro avg) 0.7559 0.5318 0.6243 3244 

 

Below we present the entities that are extracted from the sentence "All three samples provided remote 

access to the attacker, via two Command and Control (C2) servers." 

Table 29.Extracted entities and labels 

Entities Labels Score 

All three samples Entity 1.0 

provided Action 1.0 

remote access Entity 1.0 

to Modifier 1.0 

the attacker Entity 1.0 

via Modifier 1.0 

two Command and Control (C2) servers Entity 1.0 

 

Based on the results, this technique can be used to identify the entities of interest in unstructured text. 

For example, entities such as “all three samples” and “remote access”, as well as actions such as 

“provided” can be used to extract general attack vectors that malicious users followed as part of the 

CTI extracted. This information can be used for the generation of scenarios dynamically.  
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6 Conclusions 

This deliverable has presented the initial version of the Information Gathering and Information Sharing 

modules developed in the context of T9.4 “Information gathering module” and T9.5 “Information 

sharing module” of the WP9 “FORESIGHT toolkit development”. These modules are used to facilitate 

the design and implementation of realistic and dynamic scenarios that are based on identified and 

forecasted trends of cyber-attacks and vulnerabilities extracted from CTI. The Information Gathering 

module is responsible for (i) the collection of information about threats and vulnerabilities from several 

sources, both internal and external, and (ii) the analysis of the collected data for the extraction of 

Cyber Threat Intelligence (CTI). The Information Sharing module is responsible for (i) the correlation of 

the extracted CTI, and (ii) the storage and sharing of the extracted CTI among the modules of the 

FORESIGHT platform.  

For the collection and extraction of CTI both internal sources (in our case honeypots) and external 

sources (i.e., sources that are external to the organisation) were used. We show that by using 

honeypots as the internal sources we were able to lure several attackers, some of them with more 

advanced behaviours. For the external sources, we show sources such as vulnerability databases, CERT 

feeds, databases with PoC exploits, social media, forums and relevant web pages from the surface and 

the dark web we can gather different type of information can include a lot of useful information from 

which CTI can be extracted. 

For the collection of those data, several gathering tools were developed to support the different type 

of data to be collected. For the honeypots, custom scripts were developed for the collection of their 

logs. For the external sources, different types of crawlers were developed, including general crawlers, 

focused crawlers that allow the selection of hyperlinks to follow based on their relevance to the cyber-

security domain, evasive crawlers that present browserlike fingerprint and humanlike browsing 

behaviour, custom crawlers that can be used to gather and extract content from web pages with 

structured or semi-structured format, and social medial crawlers for the collection of social media 

posts. Also, the aforementioned tools were developed in such a way to support the option to run 

periodically (i.e., monitor the target sources).  

For the CTI extraction process, rule based and machine learning based techniques were utilised, with 

different techniques used for the internal and the external sources to account for the unique 

characteristics that they have. Since the data collected from the internal sources (i.e., honeypots) have 

a pre-defined format, Wazuh security monitoring tool was used to identify malicious activities through 

the rules that it provides as well as custom ones. Additionally, we show that honeypot solutions gather 

a lot of data, most of them generated by simple attackers (e.g., simple scanning scripts). Thus, outlier 

detection techniques were utilised to extract the logs from the honeypots that can be used to 

characterise the behaviour of advanced attackers. Future work includes the use of additional machine 

learning techniques for the extraction of TTPs from those advanced attackers. We also show that data 

collected from the external sources are either semi-structured or unstructured. Thus, we check the 

existence of the values from the CIRCL taxonomy in the text for the extraction of those entities. 

Additionally, we used Named Entity Recognition techniques for the extraction of additional entities of 

interest as the first step in the CTI extraction process. We show that such techniques present promising 

results and can be combined with additional machine learning based techniques that extract additional 

entities relations among the data for the generation of more advanced CTI that can better characterise 
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the behaviours of the attackers. For that, both the CTI extracted from the internal and external sources 

can be utilised. 

Also, we utilised the MISP sharing platform for the storage and correlation of the collected information 

and extracted CTI. We show that, after utilising the already existing objects and attributes of the MISP’s 

data model to store and correlated the extracted CTI, the provided information contains additional 

semantic information that is in machine readable format, with the final CTI can highly facilitate the 

implementation of realistic and dynamic scenarios that are based on identified and forecasted trends 

of cyber-attacks and vulnerabilities from CTI. Future work includes the usage of additional MISP objects 

and attributes to store the extracted CTI with additional semantic information as well as to develop 

advanced correlation techniques that are based on machine learning for the identification of relations 

among the data will be developed to allow such correlations. 
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8 Annex 

8.1 Dataset creation for training the text classifier of the focused crawler 

In order to build the dataset that is used in the training process of the classification of web pages, we 

collected and manually labelled content from six cyber-security-related web sites, as well as from two 

technology-related and one generic news site. The labelling of each article was done by two annotators 

and a third annotator reviewed those cases that had contrasting annotations. All three annotators are 

experienced in the cyber security domain. 

The cyber-security-related web sites are:  

 https://www.govcert.ch/ 

 https://securitynews.sonicwall.com/sonicwall-news/  

 https://www.auscert.org.au/  

 https://us-cert.cisa.gov/  

 https://thehackernews.com/  

 https://securelist.com/ 

 

The technology-related web sites are:  

 https://www.cbronline.com/ 

 https://www.zdnet.com/ 

 

Finally, content from https://edition.cnn.com/ was used in order to provide examples that cover a 

wide range of unrelated topics. In total, 920 pages were labelled (5.5 Mb of text). 

In general, due to the big number of pages downloaded using the sitemaps, random sampling was 

performed in order to select a portion of them for labelling. In cases like zdnet or securelist, where the 

articles are classified into topics, there was also an attempt to represent most of them, by sampling 

pages from each topic separately (or from groups of similar topics). Table 30 presents the number of 

the web pages from each of the web sites that were included in the dataset. 

Table 30. Number of pages included per web site. 

Web site Number of pages 

https://www.govcert.ch/ 26 

https://securitynews.sonicwall.com/sonicwall-news/ 34 

https://www.auscert.org.au/ 100 

https://us-cert.cisa.gov/ 24 

https://thehackernews.com/ 92 

https://securelist.com/ 205 

https://www.cbronline.com/ 115 

https://www.govcert.ch/
https://securitynews.sonicwall.com/sonicwall-news/
https://www.auscert.org.au/
https://us-cert.cisa.gov/
https://thehackernews.com/
https://securelist.com/
https://www.cbronline.com/
https://www.zdnet.com/
https://edition.cnn.com/
https://www.govcert.ch/
https://securitynews.sonicwall.com/sonicwall-news/
https://www.auscert.org.au/
https://us-cert.cisa.gov/
https://thehackernews.com/
https://securelist.com/
https://www.cbronline.com/
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Web site Number of pages 

https://www.zdnet.com/ 224 

https://edition.cnn.com/ 100 

 

A decision was made about the number of classes in which the documents should be classified. Instead 

of using two classes (CTI-related and no-cybersecurity related documents), we decided to use three, 

adding an intermediate one, referred to as “cybersecurity-related”. The intermediate class includes 

cases that, while related with the cybersecurity domain in a broad sense, they would not be considered 

interesting results for our focused crawler application, because they are too generic in content and/or 

lacking any technical information. Articles falling in this category may appear in technology-related 

web sites that mainly target a wider audience. Some examples of such articles include: 

 very general articles about trends or warnings for a type of attack (e.g., phishing) in a domain 

such as IoT; 

 articles about general security concerns that may arise regarding an emerging technology 

(such as connected vehicles), possibly proposing policies such as the existence of digital 

certificates 

 advice on using good passwords and the importance of it; 

 discussions about the security aspect of an operating system (OS) (possibly included in a more 

general presentation of this OS); 

 discussions about, comparisons or even advertising of anti-malware software; and 

 presentations/advertising of cyber security-related conferences.   

Cases such as those listed above could be tricky for a classifier, because they contain language that is 

very similar to the vocabulary used in the articles that we are really interested in. In essence, by using 

this “intermediate” class we highlight those difficult “borderline” cases and their subtle differences 

with the cases of interest, in order to provide the learning algorithm with better generalisation 

capabilities.  

Our labelled dataset consists of 342 CTI-related articles, 466 no cyber-security-related and 112 

belonging to the cybersecurity-related category. Therefore, it is a fairly balanced dataset, meaning 

that, especially the first two categories contain a comparable number of documents. This is important 

because imbalanced datasets may require more intricate handling in the training process. 

8.2 Boilerplate Removal evaluation 

Boilerplate removal tools keep only the main article of a web page, removing content such as 

navigation chrome (elements such as side bars), advertising blocks, copyright notices, footers, 

templates, and even links to other articles or supplemental text which belongs to the main article, such 

as image captions. 

We performed a comparative evaluation of six non-proprietary tools, on a manually collected dataset 

consisted of 38 web pages from cyber security-related sites. The tools considered in our analysis are 

presented in Table 31. 

https://www.zdnet.com/
https://edition.cnn.com/
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Table 31. Boilerplate tools tested 

Tool - Algorithm Python implementation Supporting paper 

boilerpipe-article https://pypi.org/project/boilerpipe3-fix/ [65] 

boilerpipe-default https://pypi.org/project/boilerpipe3-fix/ [65] 

Goose https://github.com/goose3/goose3 not available 

Justext https://pypi.org/project/jusText/ [66] 

Readability https://pypi.org/project/readability-lxml/ not available 

Dragnet https://github.com/dragnet-org/dragnet [67] 

 

The evaluation of the tools was done based on some basic features and on the amount of cases where 

they mistakenly output boilerplate content or missed some content that was part of the main article. 

The basic features are whether they include the title, subtitle, any subsection names that may be 

located inside the main text, and any lists that are also part of the main text. It is desired that the above 

elements are not omitted from the filtered (boilerplate removed) article. In contrast, hyperlinks 

located at the bottom of the article are usually not wanted. In the following, we summarise our 

thorough analysis. 

Goose and Readability always provide the title, while the other tools do not provide it in the majority 

of cases. As for the subtitle, it is always provided by boilerpipe-article, while the other tools sometimes 

provide it and in other cases do not. Subsection names are always printed with Justext and Readability, 

while Dragnet and boilerpipe-article miss them in some cases and Goose almost never prints them. 

Dragnet handles lists well, since it prints them, while the other tools do not print them sometimes. 

As for the number of cases where boilerplate content is incorrectly included, boilerpipe-article, 

boilerpipe-default and Justext are the worst performing tools, with 16 and 13 cases of bad handling 

respectively. Goose, Readability and Dragnet are the best performing tools in that respect, but Goose 

does not seem to handle links at the bottom of the article well, since it usually prints them. When 

missing content (other than the basic features analysed above) is considered, Justext is certainly the 

worst performing option, since it has missed content in 9 cases, including cases where the amount of 

content missed was significant. Boilerpipe-article, Goose and Dragnet perform relatively well in that 

respect, but Readability is the best, only missing some content in one case. 

From our analysis, we concluded that Goose, Readability, and Dragnet are all adequate tools, but 

Readability is marginally the best because they do not miss valuable information, while being at the 

top solutions in terms of removing boilerplate content, as well as providing the title and subtitles. 

 

https://pypi.org/project/boilerpipe3-fix/
https://pypi.org/project/boilerpipe3-fix/
https://github.com/goose3/goose3
https://pypi.org/project/jusText/
https://pypi.org/project/readability-lxml/
https://github.com/dragnet-org/dragnet

